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‘ Summary of GANs

#2014 ~ 2016

. Unconditional generation

GANs
Diverse loss

. Conditional generation

ACGAN
Multi-task discriminator
Projection discriminator

#2017 ~ 2018

. Progressive GAN

Progressive training

- BigGAN

Conditional batch normalization
Large scale
Truncation trick

. StyleGAN

Disentangle the latent space with mapping layer
Style Mixing (determine the coarse, middle, fine style)
*  Amodule = Global aspects
. B module = Local aspects
Truncation trick
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#2014 ~ 2016 #2019 ~ 2020
. Unconditional generation . StyleGAN2
« GANs .

StyleGAN + Weight modulation + Lazy regularization.
. Diverse loss

. DiffAugment

. Conditional generation *  Prevent the overfitting in a discriminator.
« ACGAN *  Apply the differentiable augmentation to generator & discriminator.
. Multi-task discriminator
. Projection discriminator . ADA

. Prevent the overfitting in a discriminator.
«  Apply the adaptively augmentation to generator & discriminator.
#2017 ~ 2018

. Progressive GAN
. Progressive training

. BigGAN
* Conditional batch normalization
 Large scale
*  Truncation trick

. StyleGAN
. Disentangle the latent space with mapping layer
«  Style Mixing (determine the coarse, middle, fine style)
*  Amodule = Global aspects
. B module = Local aspects
. Truncation trick
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#2014 ~ 2016
. Unconditional generation
« GANs

. Diverse loss

. Conditional generation
« ACGAN

. Multi-task discriminator
. Projection discriminator

#2017 ~ 2018
. Progressive GAN
. Progressive training

. BigGAN
* Conditional batch normalization
 Large scale
*  Truncation trick

. StyleGAN

. Disentangle the latent space with mapping layer
. Style Mixing (determine the coarse, middle, fine style)

*  Amodule = Global aspects
. B module = Local aspects
. Truncation trick
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#2019 ~ 2020
. StyleGAN2

«  StyleGAN + Weight modulation + Lazy regularization.

. DiffAugment
*  Prevent the overfitting in a discriminator.
*  Apply the differentiable augmentation to generator & discriminator.

« ADA
. Prevent the overfitting in a discriminator.
«  Apply the adaptively augmentation to generator & discriminator.

# 2014 ~ 2020: Techniques

. Consistency regularization
«  CR-GAN: augmented real images for discriminator.
*  bCR-GAN: augmented real & fake images for discriminator.

«  zCR-GAN: augmented latent codes for generator & discriminator.
+ ICR-GAN: bCR +zCR

. FSMR: Feature Statistics Mixing Regularization
* Reduce style-bias in discriminator.

GGDR: Generator Guided Discriminator Regularization
. Dense supervision for discriminator.
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Denoising diffusion implicit models (DDIM)

\ 4

Denoising diffusion probabilistic models (DDPM) Diffusion Models Beat GANs on Image Synthesis
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Q Markov Chain
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P(s10) P(s9) P(sg) P(s7) P(se)
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P(s1)
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Q Markov Chain
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cvpr2022-tutorial-diffusion-models.github.io
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Diffusion process

+ noise

cvpr2022-tutorial-diffusion-models.github.io

Denoising process
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Forward process

Diffusion process

+ noise

cvpr2022-tutorial-diffusion-models.github.io

Denoising process

Reverse process
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Diffusion | Overview

qXe | Xe—1)

Forward process
Diffusion process

+ noise

cvpr2022-tutorial-diffusion-models.github.io

Denoising process

Reverse process

q(Xe—1 | Xe)
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Forward process
Diffusion process

+ noise

cvpr2022-tutorial-diffusion-models.github.io

Denoising process

Reverse process

+0 NAVER Al LAB

20



Diffusion ‘ Overview .0 NAVER Al LAB




Diffusion ‘ Overview .0 NAVER Al LAB

fimage + noise#

BAEDES

Time Representation

Timestep




Diffusion ‘ Overview -\ NAVER Al LAB

Forward

BAEDES

Time Representation

- = ———-

Timestep

Fully-connected
Layers

U-Net

Input Network

B



Diffusion ‘ Overview -\ NAVER Al LAB

Forward

{fimage + noises

Predicted Noise

L e e e e

Timestep
Time Representatmn

Fully-connected
Layers

U-Net

Input Network Output
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— DDPM
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Po
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(Iz|ml)

Figure 1: Graphical models for diffusion (left) and non-Markovian (right) inference models.

Denoising Diffusion Implicit Models

DDPM DDIM

° X; = +/&Xo + /1 — aze, e ~ N(0,I) (Forward)
o By = 10_4,,6T = 0.02
° @y = 1 - ﬁt, (_xt = l_[i:l Qg

o €—ep(xt) =€ — €g(/arxo + /1 — &€) (Loss)

e 1In paper, DDIM o =DDPM &
X = \/ouXo + /1 — &€ (Forward)
€ — eg(x¢) = € — €g(v/auxo + /1 — d€) (Loss)

o €p = prediction network

o = icti . ~ x; — v 1 — aueg(x =
€p = prediction network e g B2 m( V1 — &g )) - \/1 i — D
877 " / ~~
“ s R noise

direction pointing to x;

* Xi1 = \/%7 (xt == vjlﬁ—(:'g(xt, )) + ,éte, e NN(O, I) (Reverse)

1
o B =B
= B = B2 = Rtol gl

bit.ly/taki0112_diffusion : 41

predicted xo=Jf7(x;)
(Reverse)

o deterministic when oy = 0 = consistency (DDIM)

o stochastic when o; = 1 - inconsistency (DDPM)
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 Prob & Stats
* X=Ng2)
« &~N(0,1)
e E(aX+b)=aE(Xx)+Db
« V(aX +b) =a?*V(X)

« o(aX+b)=]alo(X)

P(B
. P(B|A)=P(A|B)%

e Distribution

« Advanced
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Diffusion | Mathematics

* Prob & Stats
* X=Nw?2)
« &~N(0,1)
* E(@aX+b)=aEx)+b
« V(aX +b) =a?V(X)
« o(aX +b) = |ala(X)
P(B)

. P(BIA)=P(A|B)%

« Distribution
* qg(x):real distribution
* po(x):network distribution

« Advanced
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 Prob & Stats
* X=Ng2)
« &~N(0,1)
e E(aX+b)=aE(x)+b
« V(aX +b) =a?*V(X)
« o(aX+b)=]alo(X)

P(B
+ P(BIA)=PAIB

« Distribution
* qg(x):real distribution
* po(x):network distribution

_(x=w?

* N(x; u0%) = pye 1 202 = f(x)

COT(x) = X2 f( @ (x — a)" = f(a) + f(@)x — @) + L (@ (x - ) +
. Nf(a)+f(a)(x—a)

% NAVER Al LAB
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 Prob & Stats
* X=Ng2)
« &~N(0,1)
e E(aX+b)=aEx)+b
« V(aX +b) =a?*V(X)
« o(aX+b)=]alo(X)

P(B
- P(B|A) —P(AIB)PEA;

« Distribution
* qg(x):real distribution
* po(x):network distribution

_(x=p)?

* N(x; u0%) = L 202 = f(x)

¢ T(x) =32 f( @ (x — a)" = f(a) + f(@)x — @) + L (@ (x - ) +
. Nf(a)+f(a)(x—a)
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Goal

‘ Read a paper

3.1 DDPM SAMPLING WITH MANIFOLD CONSTRAINT

In DDPMs (Ho et al., 2020), starting from a clean image &g ~ ¢(xo), a forward diffusion process
g(@x¢|@;_1) is described as a Markov chain that gradually adds Gaussian noise at every time steps ¢:

T
q(@r|®0) := [ [ alwelmeo1), where g(mi|zes) =N V1= Ber, B), (1)

t=1

where {3} is a variance schedule. By denoting e := 1 — 3, and a; := [['_, s, the forward
diffused sample at ¢, i.e. &, can be sampled in one step as:

oy = ayeo + 1 — ae, where €~ N(0,1). 2

As the reverse of the forward step q(x;_1|®,) is intractable, DDPM learns to maximize the vari-
ational lowerbound through a parameterized Gaussian transitions py(x;_,|x,) with the parameter
6. Accordingly, the reverse process is approximated as Markov chain with learned mean and fixed
variance, starting from p(zr) = N(@r;0,I):

po(@o.T) := po(@r) Hpe(ms i), where py(xe—i|@e) = N (@15 (s, t),071). (3)

where
(x4, 1) == L(x _ 1_7“‘6 (= f)) @)
Hal Ty, Com \/a_t t \/1—_6:1 \Lt,y 1
Here, €g(zx,t) is the diffusion model trained by optimizing the objective:
minL(9), where L(6) = Etaq.c[ll€ — eo(v/armo + VI—are,t)|*]. )

After the optimization, by plugging learned score function into the generative (or reverse) diffusion
process, one can simply sample from pg(x;_y|x:) by

1 1—ay
\/—Ct_g(zt - ﬁﬁe(:ﬂn t)) + o€ (6)

Ty = pg(xy,t) + o€ =

In image translation using conditional diffusion models (Saharia et al., 2022a; Sasaki et al., 2021),
the diffusion model €4 in (5) and (6) should be replaced with €4 (y, /@y + /1 — dy€,t) where
y denotes the matched target image. Accordingly, the sample generation is tightly controlled by the
matched target in a supervised manner, so that the image content change rarely happen. Unfortu-
nately, the requirement of the matched targets for the training makes this approach impractical.

To address this, Dhariwal & Nichol (2021) proposed classifier-guided image translation using the
unconditional diffusion model training as in (5) and a pre-trained classifier ;). Specifically,

gz, t) in (4) and (6) are supplemented with the gradient of the classifier, i.e. [ig(x,t) =
po(xe,t) + 0:Vy, log ps(ylx:). However, most of the classifiers, which should be separately
trained, are not usually sufficient to control the content of the samples from the reverse diffusion

process.

Diffusion-based Image Translation using Disentangled Style and Content Representation, arXiv

-0 NAVER Al LAB
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Diffusion ‘ Forward process

« Qverview mean variance

© qX¢ | Xemq) = N(Xti Hx,_,» ZXt_l)
« Conditional gaussian distribution
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Diffusion ‘ Forward process

« Qverview mean variance

© qX¢ | Xemq) = N(Xti Hx,_,» ZXt_l)
« Conditional gaussian distribution

-0 NAVER Al LAB

+ b * noise

X = a*X;_q+ b*noise

n
>

50



Diffusion ‘ Forward process

mean variance

*  Overview
© g | Xem) = N(Xe; px,_ o Zx,_,) = N(Xes /1= BXeoq, e 1)
« Conditional gaussian distribution
® O<ﬁ1<ﬁ2<<ﬁT<1
« 0.0001 ~0.02

-0 NAVER Al LAB

v

+ b * noise

X; = ax*X;_1+ b*noise

X; =+/1— [ *Xxp—q +/[: * noise
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Diffusion ‘ Forward process

e Qverview mean variance

© qXe | Xe-1) = N(Xes iy, Bx,_,) = N(Xes 1 = BiXeon, e * 1)
« Conditional gaussian distribution

* O<ﬁ1<ﬁ2<<ﬁT<1
 0.0001 ~0.02

« x; =+/1— Bx;_1 ++/B:e (Reparameterization trick) ~ x =mean +std * noise

e &~N(O,I)

-0 NAVER Al LAB

v

+ B * noise

X; = ax*X;_1+ b*noise

X; =+/1— [ *Xxp—q +/[: * noise
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Overview
« Linear, Quad, Sigmoid, Cosine, ...

Linear scheduling

linear noise scheduling

Step:0 Step:10 Step:20 Step:30 Step:40 Step:50 Step:60 Step:70 Step:B0 Step:90 Step:100

=
¢’ HEEE

sigmoid noise scheduling

Step:40 Step:50 Step:60 Step:70 Step:B0 Step:90

0.02 { v | -
' .
0.01 { —/
0.00 a . . - ;
0 0

20 A'IIEI 60

Quadratic scheduling

quadratic noise scheduling
0.05 {

0.041 Step:2 Step:30 Step:40 Step:50 Step:60 Step:70 Step:80 Step:90 Step:100

0.03 { | e ;
0.02 | " i £
s &
0 20 40 60 8O
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 Overview
« Linear, Quad, Sigmoid, Cosine, ...

By ,0.999) a; = @ where f(t) = cos (

01 f(0)

where the small offset s is to prevent /3; from being too small when close to ¢ = 0.

Bt = clip(1 —

t/T + s E)
1<=8 2

1.0 1 —— linear

— cosine

0.8+

Linear7| {5 Wa| A& XIHE 5
0.4 -

0.2

0.0

0.0 0.2 0.4 0.6 0.8 1.0
diffusion step (t/T)

54



Diffusion | Forward process (x;, x,)

« Qverview

* q(xt | xt—l) — N(xt; \/ 1-— :tht—ll IBt * I)

,» NAVER Al LAB
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Diffusion | Forward process (x;, x,)

 Overview
o qlxe | xe—q) = N(Xt; V1= Bexe—1, Pe * I)
* q(x¢ | x0) = N(xe; \/a:xo; (1—a,)*1)
c ar=1-p;

~ t
* 0y =1li=14;

,» NAVER Al LAB
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Diffusion | Forward process (x;, x,)

* Overview
* qCe | xe—1) = N(xe; /1 — Bexe—y, B * 1)
+ qCre | %0) = N yfToxo, (1 — @) + 1)
* Clt =1—-p;

_ t
y i=1 &

. \/_x0+ 1—a¢

Ty = /o1 + /1 — oz
= /0013 + /041 = 120+ /1 — oz
= /O4O}_124_9 + \/1 NN AT Bk (*)

= v/ ouTo + /1 — a2

(M) X ~N(px,02)24Y ~N(py,02)lIM Z = X +YeZ ~ N(ux + py,0% + o2 )Lt

) NAVER Al LAB

0.0001 < B, < 0.02

linear, cosine ...
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Diffusion | Review

Forward process
Diffusion process

+ noise

cvpr2022-tutorial-diffusion-models.github.io

Denoising process

Reverse process

-0 NAVER Al LAB
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a single latent variable
v VAE
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a single latent variable
v VAE

"markov chain” process for multiple latent variables

v Diffusion | \ |
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Diffusion ‘ Objective for Reverse process

v VAE

Reconstruction

Reconstruction on Decoder

Lossyag = DKL(CI(le) I Po (Z)) — E;-q(zix) 10g Po(x|2)

) NAVER Al LAB
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Diffusion ‘ Objective for Reverse process

v VAE

Reconstruction

(-
|

Reconstruction on Decoder

) NAVER Al LAB

Maximize Pgy(x)

Variational autoencoder
Er~qiarixg[— 108 Palxo)]

= J- (—logpalxg)) - glxr|xg ldxyr - definition of expectation
& po(xg, X7) Ps(xr, Xg)
= —lo cglxe|xg)dx * bayes rule, pg{xp|xg) = —————
J-_m( EP%{’-’HI%}) (‘?(lr . oldxr y pel(xr|xg) 1o ()
& Pe(xo. x7) qlxrlxg)
= —lo . s glxp|xg)dx
| ey ateriegy Al
= Xg, X
= J- (— log Po (X0, Xr) -qlxpl|xg)dxy = KL divergence > 0,"ELBO"
e q(xr|xg)
= P (xolxr) {palx ; :
Zf (_IDE = <) qlerlxo)dxy bayes rule, pg(xo, x1) = pa(xolxr)pe (xr)
- fq{?-ﬂxoj
=J. (—logpa(xolxr)) - q(xr xc}dxf+j (— log| sl T)J -qlxr|xg)dxy - separatelog
—co —a q{lexﬂJ
_IE ]. - IE ] p’E(lT) . d e . -
= -E'T"‘Q(x’rlxﬂl[_ og pg(xglxr)] + *T“t?{xrlxo}[_ ogm] + definition of expectation

Lossyag = DKL(CI(le) I Po (Z)) — E;-q(zix) 10g Po(x|2)

>
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v Diffusion

"markov chain” process for multiple latent variables

( | \ o \
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Diffusion ‘ Objective for Reverse process

v' Diffusion

Exr*vq(x’rlx,) [_ log Pe (xo)]

Maximize Py(x)

po(xq, Xy, X2, ..., X) pe(xr, Xo)
® = - —lo, = bayes rule, pg(x7|xp) = —————
wra@rive) gpg(xl,xz.xg,...,xrlxo) y Po(xrixo pa(xp)
® =E [—log pe(xq, Xy, X3, ..., X1) _Q(x::ﬂl'o)
wr~a(erixe) po(xy, X2, X3, ..., Xp|xp) q(x1:7]%0)
pe(xo, Xy, X3, ..., X7) .
<E_. —lo + KL divergence > 0,"ELBO"
@ xr~q(Xr|Xo) 8 q(xyrlxo) g
_ Pe(xa:r) i ;
@ =Eyruq(xr|xo) logq(xwlxo) - Notation
pe(xr) n{=1 Pe(xe—q|%;) !
® =E_. -1 + Below Markov chain propert
*r~a(Xr|%o) e=1q(xe|xe—1) e
o pe(xe-slx,)
_ _ _ @\ te—-114e : = : .
® = ]Ex;;rw{l'::rlxo) log pe(x7) Zlog—q(l’:h’:—ﬂ separating to summation in logarithm

t=1

T
pe (xo.r) = pe(xr) l_[PS (2e—11x¢)
t=1

developers-shack.tistory.com/8

T
qGrarixo) = | JaGeelxes)
t=1

IE'rl:T"'Q(xl:TIxD) [_ ]Og p@ (-"'O)]

T
S Eyp pmq(xyrlxo) |~ 108Po (X1) — Z log
t=1

-0 NAVER Al LAB

q(xelxe-1)

p&(xr—dxr)‘

iy
Po(xe—1lx¢) g (xo0]x1)
® = Ex,rqeyrixg) | =10 x—ZIo sl
® X7 ~q(x1.7|%0) gpo(x7) A g PN g TR
[ T
® =E — logpg (x )_Zlog P (xe—1 %) _Q(-‘-':—1|xo)_ ngﬂ(xolxl}
X1 p~q(x1.7]x0) T e q(xt_llxt,XO) q(xtle) Q(x1|x0)
b i
@ =E —logpe(x )—Z]ogw_ q(xe-1lx0) gPe(quxO
e o & " q(xealxexo) &7 q(xelxo) q(x1]%0)
[ T
=E —logpg(x )-Z]ogM_ q(x1lxo) _ - Pe (Xolx1)
X1.7~q(X1.71%0) g\AT — q(xe—11x¢ x0) q(xr|xg) q(x1]x9)
T
® =K = °g—p9{xr) —Zlog—pe(xt'llx‘) — logpg(xo|x;)
X1.r~q(X1:71%0) q(x)x0) s gl [y ) 6l XolX1

* q(xelxe-q)
= q(x¢lx¢-1,%0)
_ q(xe, X¢—1, %)
q(xX¢-1,%0)
(X1, %, Xo) : q(x¢, %)
q(xe-1,%0)  q(x¢, %)
q(x¢ xo)
q(X¢-1,%0)

 Markov chain property

 bayes rule

= q(xe—qlx¢, %0) -
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Diffusion ‘ Objective for Reverse process

v' Diffusion

Reconstruction

—

Do (Xr—1] x¢)

—

Do (Xr—1] x¢) P (Xe—1] x¢)
—

q(xel x¢—1, %) q(xe| xe—1,%0)

LOSSVAE = DKL(q(le) I pG(Z)) -

q (x| xp—1,%0)

Reconstruction

E;~q(z|x) 10g Pg(x|2)

) NAVER Al LAB
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Diffusion ‘ Objective for Reverse process

v' Diffusion

Reconstruction

.9 NAVER Al LAB

Do (Xr—1] x¢) P (Xe—1] x¢) Do (Xr—1] x¢)

—> cee cee
q(xe| xe-1,x0) q(xe| xe—1,%0) q (x| xp—1,%0)
Reconstruction

Lossyar =|Dk1(q(z|x) 1| pg(2))| = [Ez~q(zix) l0g Pg(x]2)

LosSpiffusion = Dy (q(erlxg) Il po(oxr))|+ z Dy (q(e—1lxe, x0) 1| Po(xp_qlx)) —
t=2

Reconstruction

Eq log Pg(x¢|x1)

@



Diffusion ‘ Objective for Reverse process

v' Diffusion

-0 NAVER Al LAB

Reconstruction Denoising Process Regularization
l | |
Po (xe—1| x¢) Po(xe—1l x¢) po(xe_1l x¢)
“«— «— «—
—_—  — D
q(xel xe—1, %0) q (el x¢-1,%0) qCeel x¢-1,%0)
Regularization Reconstruction

Lossyag =|Dg1(q(z|x) || pg(2)) = |Ez~q(z1x) 108 Po (x|2)

Regularization

Denoising Process

Reconstruction

LosSpiffusion =|Di(aCerlxo) 11 poGer))| 4 Y Dt (4Cre—1lxe, %0) I P (Gres|x0))| ~|Eq log P Crolxy)
t=2

www.youtube.com/watch?v=_JQSMhgXw-4
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Diffusion ‘ Objective for Reverse process

v' Diffusion

-0 NAVER Al LAB

Reconstruction Denoising Process Regularization
l | | |
Po (xe—1| x¢) Po(xe—1l x¢) po(xe_1l x¢)
— —_—  —
Of il < SLA[L7}?
q(xel xe—1, %0) q (el x¢-1,%0) qCeel x¢-1,%0)
Regularization Reconstruction

Lossyag =|Dg1(q(z|x) || pg(2)) = |Ez~q(z1x) 108 Po (x|2)

Denoising Process

Losspifrusion =

;:DKL(q(xt—llxt, XO) | Pe(xt—llxt)) .
t=2

www.youtube.com/watch?v=_JQSMhgXw-4
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Diffusion ‘ Objective for Reverse process

v' Diffusion

-0 NAVER Al LAB

Reconstruction Denoising Process Regularization
l | | |

Po (xe—1| x¢) Po(xe—1l x¢) po(xe_1l x¢)
“«— «— «—
—  — —_—

ddpm, ddim % 2OLE2}
q(xel xe—1, %0) q (el x¢-1,%0) q (x| X1, %0)
Regularization Reconstruction

Lossyag =|Dg1(q(z|x) || pg(2)) = |Ez~q(z1x) 108 Po (x|2)

Regularization

Denoising Process

Reconstruction

LosSpiffusion =|Di(aCerlxo) 11 poGer))| 4 Y Dt (4Cre—1lxe, %0) I P (Gres|x0))| ~|Eq log P Crolxy)
t=2

O{Atm| ELf 71 A 1Y

ddpm, ddim

www.youtube.com/watch?v=_JQSMhgXw-4

x10|L} xOL}..
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Diffusion | Review
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reverse process &

— DDPM

— DDIM
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DDPM

Denoising diffusion probabilistic models
NeurlPS 2020
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DDPM | Reverse process

Overview
* q(Xe—1 | Xp) = po(Xe—1 | Xt)
. N(Xt—1i to(Xe, t), Zo(Xe, t))

,» NAVER Al LAB
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DDPM | Reverse process

Overview
* q(Xeo1 | Xp) = po(Xe—1 | Xp)
* N(Xe—1; po(Xe, ), Zp(Xp, 1))
* q(Xe-1 | X)) = q(Xe—1 | Xe, Xo)
* N(Xt—li ﬁ(XtrXO)rz(Xt»XO))

'» NAVER Al LAB

74



DDPM

q(

Overview

‘ Reverse process

* q(Xe—1 | Xp) = po(Xe—1 | Xt)

« N(Xi_1; po(Xp,t), Zg(Xp, D))
¢ Q(Xt—1 |Xt) - CI(Xt—1 |Xt: Xo)
o N (X A(Xe Xo), S(Xe, Xo) )

| X0, x0) = q(x¢ | x4-1)

q(x¢-1 | x9)

q(x; | x0)

Q(fff: 1|l’ra~'30) =

Q(fﬂt Tt 1‘330)(}(% 1,-’1‘30)

Q(Ih .'T,’[})

N Q(mx Ty -|,$L})Q($f---1iﬂfu)6($u)

=q(x¢|z¢-1, 20) X

Q(%h’u)ﬂ%)
g(z¢-1]z0)
q(z¢|zo)

P(

) NAVER Al LAB

| A) = P(A| B)

P(B)

P(A)

5



DDPM ‘ Reverse process -0 NAVER Al LAB

. Note !

«  Overview e RSP P(B)
© qXe-1 | Xp) = po(Xi—1 | X¢) S netwoncE S = P(B|A)=P(A| B)m |

* N(Xt—l; e (X, t), Zo(Xy, t)) mean, variance 1 (x—u)zi

e_ 202 |

xts 2EL o o\2m |

_ A +glou,
* N (Xt—1; f(Xe, Xo), 2(Xt, Xo)) tractables} | HHRa] x0= 27E2 27} .
© q(xe | xe-1) = N(xe3 /1= Bexe_q, Be * 1),
© q(xe | x0) = N(x¢; J@xo, (1 — @) *1) :

q(zt|ze—1,20)q(ze-1, 20)

Q(xt—1|$ta$0) =

* qXe-1 1 X)) = qXe—q1 | Xty Xo) :N(x; K, 02) =

Q(ﬂfza%) i I
Note zq($g|$t_1, z0)q(xi—1|x0)g(z0) " _E_t fl-'[i=1_ai’ ——————————— :
q(xe_q | X, x0) = q(x; | x )q(xt_1 [ %o) q(mg|m0)£2(é:)_l|%)
1170 T q(xe | xo) o 20) X " )
1 (2t — /1 — Bixi—1)?
g(zt|zi-1) = exp (— )

Nor 2,
1 (2t — Vaux)?

q(zt|z0) = exp (—

V2m(1 — &) 2(1 — &) )
1 (-1 — \E-’EO)Z

oo = Vzw(l—at_l)exp(_ 2(1— a1

lilianweng.github.io/posts/2021-07-11-diffusion-models ki e



DDPM ‘ Reverse process
* Overview o -
% 2R opaaz
© q(Xi—1 | Xp) = po(Xe—1 | Xp) A network £ B P(B|A) =
* N(Xt—l; Ho(Xe, 1), Zo(Xy, t)) mean, variance
XS BEE 49

~ S oL,
* N (Xt—1; a(Xe, XO);Z(Xt;XO)) tractabled} | HFRLE x02 272 27}

-0 NAVER Al LAB

1

o2

e_

o qxe | xe—q) = N(xt:\/ 1—BeX-1,Be * I):

¢ q(xe | x) = N(xt;\/&_txo, 1-a) *I) :

Note
1 (@t — /1 — 5t$t—1)2 (zt—1 — VA&_1%0)? (¢ — \/'f_lii_tu’ﬁ'ﬂ)2
o q(@e-1|Te, o) = exp(— = — + — )
\/27{'}8t( 1;&;_1 ) 2ﬁt 2(1 == at—l) 2(]. = Oft)
B 1 ;- 1 1-B, ,  2V/1-B 2/ 01
N \/271_&( 1:?:__1 ) ol 2(1 — ay-1) T 23, loiy — 25 = m%]%_l O
2 1l—-a Yy
e T L PR P
Vs 2B . ~
— i &
o~ ! ——exp (—1;_0[&%_1 il - 1_6t To + \/a_{( = S 37%)]2)
VEmB(EE) 2B = e

lilianweng.github.io/posts/2021-07-11-diffusion-models

* qXe-1 1 X)) = qXe—q1 | Xty Xo) :N(x; K, 02) =

77



DDPM ‘ Reverse process
* Overview o -
% 2R opaaz
© q(Xi—1 | Xp) = po(Xe—1 | Xp) A network £ B P(B|A) =
* N(Xt—l; Ho(Xe, 1), Zo(Xy, t)) mean, variance
XS BEE 49

. . oL,
* N (Xt—l; aXe, XO):Z(XDXO)) tractabledts| B3 x08 27452 27t
* N(Xey;11,07)

Note
1 (:Bt =/ 1= 5t$t—1)2 (mz 1= \/ﬁxo)z (iﬂt = \/'f_lii_tu’ﬂﬂ)2
sz les 20) = exp (— - - + — )
\/27’!’6ﬁ( 1;&;_1 ) 2ﬁt 2(1 == at—l) 2(]. = Oft)
B 1 ;- 1 1-B, ,  2V/1-B 2y 1
N \/27T;3t( 11—?:._1 ) ol 2(1 —ay-1) T 23 loiy — 23 - m$0]$t_l )
2 1—-a A/ Oy
e T L PR P
Vs 2B . 4
— T
A ! ——exp (—+ﬂ[$t—l - - 1_6t To + \/a_i( = ) z¢)]*)
VBTt PR == e
o* u

lilianweng.github.io/posts/2021-07-11-diffusion-models

-0 NAVER Al LAB

* qXe-1 1 X)) = qXe—q1 | Xty Xo) :N(x; K, 02) =

1

o2

e_

o q(x | %e-1) = N(x; 1= Brxe-1.Bc*]),
¢ q(xe | x) = N(xt;\/&_txo, 1-a) *I) :

7o



DDPM ‘ Training

Overview
 qXeo1 1 X)) 2 q(Xe—q | Xe, Xo)
o N (Xeess AXe Xo), £(X,, Xo))

¢ N 07) = N(Xep

t—l:Bt
—Xp +
l—at

Vo (1-0p—1) v

1-a;

t

) NAVER Al LAB
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« Qverview

* X1 |1 X)) = q(Xe—1 | Xe, Xo) . quf:xt;) ;E\’(x::ﬁxfl—(titxt__l,)ﬁt:)f)
~ S * qXe [ X) = N\ Xg; /A X, (1 — Q) *
* N(Xt—1; M(Xt;Xo);Z(Xt,Xo)) « a=1-8

At—1P¢
_1 X0 +
l—at

Vo (1-0—1) v

1-a;

c @ =l
. N(Xt—1;ﬂ» ): N(Xt—1i )

o xt =1/C_th0+ 1—C_Zt8

t

©0



DDPM ‘ Training

« QOverview
 qXeo1 1 X)) = q(Xe—q | Xe, Xo)
o N (Xeess AXe Xo), £(X,, Xo))

¢ Ny 07) = N(Xeps

_ ar(1—as—
t_1.3tx0_|_\/_t( t1)x
1—(It
o xt =,/C_¥tx0+ 1—C_Zt8

1-a;

t

o= S (o - V=g + YRS,
= By _I_\/a_t(l—&t—l))mt_ V1 — o fy ;
(1— )y 1 — oy (1—a)y/o
-l By
= —— (@t — ﬁf)

) NAVER Al LAB

o qlxe | xe-q1) = N(xt; V1= Bexe_q1, P * I)
* g [ x0) = N(xe; y/@cxo, (1 - @) *1)

c a=1-p
* Et=nf=1ai

1



DDPM

‘ Training

« QOverview
 qXeo1 1 X)) = q(Xe—q | Xe, Xo)
o N (Xeess AXe Xo), £(X,, Xo))

¢ Ny 07) = N(Xeps

_ ar(1—as—
t_1.3tx0+\/_t( t1)x
1—(It

o xt =,/C_¥tx0+ 1—C_Zt8

1-a;

t

= By n Var(l —oy_1)
(1 —ay)/o |
= i(mt — Le)
V-

)z: —

) NAVER Al LAB

o qlxe | x-q) = N(xti V1= Bexe_1, Bt * I)
* q(x¢ | x) =N(xt;'\@x0a(1_&t)*")
* a=1-4
) o @ =l a

o2



DDPM ‘ Training ) NAVER Al LAB

« Qverview

° Q(Xt—l | Xt) - CI(Xt—l | th Xo) * qxe | x-q) = N(xti\/]-—ﬁtxt—pﬁt *I)

~ < b Q(xt|x0)=N(xt;-\@x0a(1_&t)*l)
* N (Xt—1; H(Xt;Xo);Z(Xt,Xo)) « a=1-8

a1 f 1-T;_ 1-T;_ * &=
* N (Xt—1i ;_;t “Xo + \/a_t(l_azt ) Xt , Bt 1?; 1)
. 1 B 5

N (Xt_l'\/a_t<xt J1i-a; 8)'ﬁt) ~ 1 — a1
By = - t
1 — (8%,

©3



DDPM

| Training

Overview
q(Xe—1 1 Xp) = q(Xe—1 | Xe, Xo)

N (Xeo1; B(Xe Xo), (X, Xo))

N (Xt—1» \ C_rt—_lﬁt Xo + \/“_t(ll C_Z“t—ﬂ By 1IC_¥%—1)
1 ~
v 1)

,» NAVER Al LAB

o qx | %= = N(xt;dl — BeXe—1, Bt * I)
o q(x; | x0) = N(xp; [@xo, (1 — @) 1)

c a=1-p
* &t=ngzlai

Xt =\/§_tx0+,/1—&te

~ 1 —ai—1
By = — t

1—Odt

o4



DDPM | Training )\ NAVER Al LAB

« Qverview

* Q(Xt—l | Xt) - CI(Xt—l | Xt, Xo) o qlx | xe-q) = N(xt;\fl_ﬁtxt—hﬁt *I)

~ = o q(x; | x0) = N(xp; [@xo, (1 — @) 1)

* N (Xt—1; H(Xt;Xo);Z(Xt,Xo)) « a=1-8

. N ®-1P¢ Var(1-@—q) 1—c_rt—1) @l

N (Xt_l’ —  Xo + 1-a, Xt r,Bt 1-@ Xy = \/ﬁ_txo + \m&'

1 Bt ol

° NIX._ ;— —_ — , —

( t-1 \/“_t(xt 1-a; ) 'Bt) pe 1— Q-1

Bt = t
1 ~ —
* N (Xt_l;\/_a_t<xt — f_tc—(t )uBt) 1 — &

Loss = € — g9(x;)

©5



DDPM ‘ Training

« QOverview
© qXe—1 | X)) = q(Xe—q | Xe, Xo)
o N (Xeess AXe Xo), £(X,, Xo))

|

|

|

(e | %e-1) = N(xi V1= Bexer, B+ 1)
e qe | %) = N(xe @exo, (1 - @) = 1)
:
|

|

|

|

-0 NAVER Al LAB

N x 1 B L Bt = 11__ai_1/3t
g ( -1 (xt i &g (%)) ) Bt) xtoll Ci$t noiseE oS 5HoF F 27| t
Note
Loss = € — gg(x;) matA, xtE QS noise?t loss
Denoising Process
LoSSpif fusion z Dicr,(q(xe—1lxe, %0) | Po(xe—11x¢))
t=2

lilianweng.github.io/posts/2021-07-11-diffusion-models

Db



DDPM | Training

« Qverview
 qXeo1 1 X)) 2 q(Xe—q | Xe, Xo)
. N(Xt—li ﬁ(Xt;XO)rZ(Xt;XO))

V&-1P VO (1-0;— 1-0p_
. N(Xt—1; 1t_c_ittX0 + at(l_c_:it 1) ¢, Pt 12%1)
° L _ ﬁt o
N(Xt—li\/a—t(xt 1, );,Bt)

Loss = € — g9(xy)

7 2
IEXU,,{2 5 B He_e@(\/atxg—f— 1 —ﬁzte,t)H }
O Ot )

(l—dt

,» NAVER Al LAB

o qx | %= = N(xt;dl — BeXe—1, Bt * I)
o q(x; | x0) = N(xp; [@xo, (1 — @) 1)

c ar=1-p
* &t=H§=1¢i

Xy = \/ﬁ_txo +m$

> 1 — a1
By = - ¢

1—061;

oF;



DDPM | Training

« QOverview
 qXeo1 1 X)) 2 q(Xe—q | Xe, Xo)
o N (Xeess AXe Xo), £(X,, Xo))

e N (Xt—1; \/C_zt—_lﬁt Xo + \/a—t(11 aat_l) B, 1;&6%_1)
1 ~
° N (Xt—ll \/a—( t — 1ﬁ—tc_{t )’ﬂt)

; 2
t —
€ — €|V 4Xo + l—aet)”
x0,€|:2o_gat(l_dt) H 9( t40 t€,

,» NAVER Al LAB

o q(xe | xe—q) = N(xt;,fl — BeXe—is Be ¥ ;)
qCxelx0) = Nxi/@xo, (1 - @) *1)

* a=1-4

xt:\/CY_txO‘F\/l—CYtE

=~ 1=
ﬁt — 1_&t '
fﬁ T Hx
o o
\ '
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bit.ly/taki0112_diffusion

‘ Summary

Use variational lower bound

Paxt1|xt
@H H@ @H H

xtlxt 1) !
#

bl
~ L4
- -
o gr—

q(x¢—1|x¢) is unknown

Denoising Diffusion Probabilistic Models

° x; = /aixg + +/1— dze, e ~ N(0,I) (Forward)
o B1 =104 Br = 0.02
o api=1— B a:=[[_,a

o € —ep(xt) =€ — eg(+/axg + /1 — aze) (Loss)

o €g = prediction network

* X1 = \/L—(xt Eg xt, ) -+ \/ (—:, € NN ) (Reverse)

1-
= ﬁ — 1a;t1ﬁt

= B3, = B2 ST MsEt0| glg

-0 NAVER Al LAB
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DDIM

Denoising diffusion implicit models
ICLR 2021
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DDIM ‘ Forward & Reverse process

« Qverview
« DDPM

i xt - w/C_(txO + 1 - C_(tg
1 ~
¢ X1 = oo <xt - \/fLEQ (xt)> 1/,Btg

Figure 1: Graphical models for diffusion (left) and non-Markovian (right) inference models.

Denoising Diffusion Implicit Models

\,__ A

Tq(x3|xa, )

Po

T q(za|z1, T0)

2133\'—* :132| —> :]31\'—» \.’BU\

) NAVER Al LAB
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DDIM ‘ Forward & Reverse process

« Qverview
« DDPM

i xt - w/C_(txO + 1 - C_(tg
1 ~
¢ X1 = oo <xt - \/fLEQ (xt)> 1/,Btg

- DDIM

o xt :1/C_th0+ 1—C_Zt8

© Xe—1 = /Q-1fo(xe) + \/1 — Tp_1 — Prea () + \/,3th

mean

PN N
r1y) — (I
\Ty) Zo)

Figure 1: Graphical models for diffusion (left) and non-Markovian (right) inference models.

Denoising Diffusion Implicit Models

5[:3\!—* :132|—r :]31\"—» ZBU\

\._ \_ - _..J
q(x3|Ta, T0) q(x2|x1, T0)

) NAVER Al LAB
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DDIM

| Reverse process

Overview

DDIM
. xtz\/gtx0+ 1—a.e

* X1 = A1 fo(xe) + \/1 — dp_q — Preg(x) + \/,Bjte

& NAVER Al LAB

- DDPM

. xt=\/ﬁ_tx0+1fl—ﬁr£
1 N
¢ X1 = ﬁ(xr o V;%Ss(xt)) + \EE

a3



DDIM

‘ Reverse process

Overview

DDIM
. xtz\/gtx0+ 1—a.e

* X1 = A1 fo(xe) + \/1 — dp_q — Preg(x) + \/,Bjte

* =,/qr_1Xp + \/1 — Q1 — 015280 (x¢) + o€
* N(xt—1; v A1 Xy + \/1 — Qg — Utzge (x¢), Utz)

,» NAVER Al LAB
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DDIM ‘ Reverse process ) NAVER Al LAB

 Overview . EEG
« DDIM o xp=.\@xo+ /1 —ae
* X=X+ /1 —aee * e =J%(xf"v%sﬂ(xf))+ﬁg
* X1 =\ Ae1fo(xe) + \/1 — @pq — Preg(xe) + ‘/ﬁte Bi=o2= 1 — a1 . B,
— — 1— ay
o = A1 R+ 1 —drq — 0feg(xy) + Op€
NG Fafo +T= s — o (), oF) oy :
| O, =1 /8t |
DDPM

% 1 Bt e
N (tes (o- oEi) )
. N (Xt—1: J&t—1Be 4 m(1:at_1) ~ )

—X X
1‘“: 0 1‘“{'—1 t» Bt

a5



DDIM ‘ Reverse process % NAVER Al LAB

« Qverview

- DDPM
* DDIM . xtzJE_tx0+,f1—&ts- w
* Xt =4/ C_(txO + .1 - C_(tg ¢ X =\;%:(xr —%Ss(xt))+\/gs (Reverse
© Xpoq = A-1fo(x) + \/1 — Qg — Preg(xe) + ,/.Bte By =o? = 1— G By
— — 1 — ay
* =/ A_1Xo t+ \/1 — Q1 — Utzge (x) + o€

© NGt @eaZo +y1 - @g —ofeg(x)0f) T 2 _ .3

Xi-1 =V @-1X0+V1— 161

= &t_lxo—{—\/l—c"x,g_l—ofet—l—ate

X¢ — VX
=va_1x0+4/1—a1 — Uft—” + o€
— Vv1—ay

- DDPM
= L1 B 2\
N (Koosi gz (- 7))

V&t-1P¢ Var(1-at—1) n Xt — Voux
. = i 0
. N (Xt—l’ 1-a, xO T —1—'&t—1 xt ’ Bf qd(xt_1|x5, X(]) = N(xt—l; Ve 1Xp + \/1 — 01 — Jfﬁ,o’fl)
- ¢
X = vauXe1 + v 1 — o€ jwhere €;_1,€;_2,+++ ~ N(0,TI)

= Jouoy_ 1% o+ /1 — ooy 1& o ;where &,_, merges two Gaussians (*).

=iy ﬁlxu -+ v 1- ate
q(x¢[x0) = N (x5 v/ @sxo, (1 — a)1)
(*) Recall that when we merge two Gaussians with different variance, N(0, 0’?[) and NV(0, JEI),

the new distribution is A(0, (o? + o2)I). Here the merged standard deviation is

VL —ay) + el — ) = /1 — ey QQ




DDIM

‘ Reverse process

« Qverview

DDIM

® xt - w/C_(txO + 1 - C_xté‘
Te_1%0 + /1 — Tp_q — o eg(x,) + 1€

Xt—1 =

In paper, DDIM o =DDPM &
X; = vVoyXg + /1 — az€ (Forward)
€ — eg(x¢) = € — ep(v/auxo + /1 — @€) (Loss)

o €g = prediction network

Xi—1 = /01

(

Xi — A/ 1— &tﬁg(xt)

Qat

)

predicted xo=fy(x:)

(Reverse)

I \/1 — @1 — 02 - eg(x¢) + oy€
- ~N~

o

-
direction pointing to x;

o deterministic when o; = 0 = consistency (DDIM)

o stochastic when o; = 1 = inconsistency (DDPM)

noise

.9 NAVER Al LAB

- DDPM

¢ X = \/E_txo + ./ 1-— &tE (Forward)
a ! -
* X = ‘E(xt - _,"f—trztss(xt)) ¥ J)(?tf (Reverse)

a7
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Po
O— Q=06 OO 08

(Iz|ml)

Figure 1: Graphical models for diffusion (left) and non-Markovian (right) inference models.

Denoising Diffusion Implicit Models

DDPM DDIM

° X; = +/&Xo + /1 — aze, e ~ N(0,I) (Forward)
o By = 10_4,,6T = 0.02
° @y = 1 - ﬁt, (_xt = l_[i:l Qg

o €—ep(xt) =€ — €g(/arxo + /1 — &€) (Loss)

e 1In paper, DDIM o =DDPM &
X = \/ouXo + /1 — &€ (Forward)
€ — eg(x¢) = € — €g(v/auxo + /1 — d€) (Loss)

o €p = prediction network

o = icti . ~ x; — v 1 — aueg(x =
€p = prediction network e g B2 m( V1 — &g )) - \/1 i — D
877 " / ~~
“ s R noise

direction pointing to x;

* Xi1 = \/%7 (xt == vjlﬁ—(:'g(xt, )) + ,éte, e NN(O, I) (Reverse)

1
o B =B
= B = B2 = Rtol gl

bit.ly/taki0112_diffusion

predicted xo=Jf7(x;)
(Reverse)

o deterministic when oy = 0 = consistency (DDIM)

o stochastic when o; = 1 - inconsistency (DDPM)
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Po
@ @—-@ @) — @) — @)— @)
E q(x3|@a, p) T q(T2|T1, T0)
(Iz|ml)
Figure 1: Graphical models for diffusion (left) and non-Markovian (right) inference models. 212 Trend
Denoising Diffusion Implicit Models

L1 = () + O

w1 = /o1 P(fe(x:)) + D(fe(x2)) + ove
DDPM DDIM v P(files)) = = Vl\/;tft(mt)
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* X; = \/_XO + \/1 — Q€ € N( I) (Forward) * D(ft(fct)) _ \/1 iy s O'?ft(mt)
e 1In paper, DDIM o =DDPM &

o By = 10 , Br = 0.02
° @y = 1 - ﬁt, (_xt = l_[i:l Qg

o €—ep(xt) =€ — €g(/arxo + /1 — &€) (Loss)

X = \/&_tx(] + +/1 — ;€ (Forward)
€ — eg(x¢) = € — €g(v/auxo + /1 — d€) (Loss)

o €p = prediction network

o = icti . ~ x; — v 1 — aueg(x =
€p = prediction network e g B2 m( V1 — &g )) - \/1 i — D
877 " / ~~
“ s R noise

direction pointing to x;

predicted xo=Jf7(x;)

* Xi1 = \/%7 (xt == vjlﬁ—(:'g(xt, )) + ,éte, e NN(O, I) (Reverse)

1
o B =B
= B = B2 = Rtol gl

bit.ly/taki0112_diffusion : aq

(Reverse)
o deterministic when oy = 0 = consistency (DDIM)

o stochastic when o; = 1 - inconsistency (DDPM)



-0 NAVER Al LAB

Diffusion Models Beat GANSs
on Image Synthesis

NeurlPS 2021

100



Guided diffusion | Overview \ NAVER Al LAB

e Overview you like better, coffee or i'e - 2% Elo IS0t o

» Architecture improvements

. MUItI head attention Which do youl|like better, coffee or tea? - HAtof| FE0t= ofEIM
 Multi resolution attention
° Adaptive Group Normalization (AdaGN) Which do you like better, coffee or tea? - 7|0j] ZEot= ofEIM

« Truncation trick (fidelity & diversity) Which do you coffee or tea? - 0| TEOH: ofEp
« Classifier guidance

———————————————————————————————————————————————————————————

bW | 1x512 | |
i | |
A Learned affine Normalize channel :
i transform by its mean and variance i
|
i ys € R [ scale and bias
; , € RC 1 channel
I
i Figure 2. Normalization methods. Each subplot shows a feature map tensor, with /' as the batch axis, C as the channel axis, and (H, W)
as the spatial axes. The pixels in blue are normalized by the same mean and variance, computed by aggregating the values of these pixels.
" ]
; = D ; [0] [1,2, 3] [2, 3]
| AdalN(x,-,y) —yﬂ-T+ b.i :
{
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« Qverview
 Truncation trick
« Classifier guidance

* Xe—q < N(u+ sEVIogpg (ylxe) , %)

Note

BigGAN

= Training = Gaussian normal distribution
= Inference = Truncated gaussian normal distribution

s w=w+yYw-—-w)

. W= mean(wl, ...,W4095)

* 3 =0 — mean of latent codes
+ P =1 - latent code

-0 NAVER Al LAB

StyleGAN
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« Qverview
 Truncation trick
« Classifier guidance

* Xe—q < N(u+ sEVIogpg (ylxe) , %)

0= xt noise of|
10,6 (Tt|ZTt+1,Y) = Zpo(zt|Ti+1)pe(y|zt) o= xt°| class label& o=
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« Overview
 Truncation trick f(z) = 1 el
« Classifier guidance B = e =

* Xe—q < N(u+ sEVIogpg (ylxe) , %)

0= xt noise 9|
P06 (Tt|Te+1,Y) = Zpo(Te|Ter1)ps(Ylxe)  ¢p= xt2| class labelE of|=

(2t =)' =7 (@ —p) +C

Po(xt|Ze41) = N (1, X)
1
10gp9($t|mt+1) = —5 Ty
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« Qverview
 Truncation trick
« Classifier guidance

* Xe—q < N(u+ sEVIogpg (ylxe) , %)

0= xt noise 9|

10,6 (Tt|ZTt+1,Y) = Zpo(zt|Ti+1)pe(y|zt) o= xt°| class label& o=

P6($t|$t+1) = N(M: E)
1
2

log po (4| @e11) = — (2 — ) T (@ — p) + C

) NAVER Al LAB

1 (z—p)?

f(z) = e =
V2mo?
0o (n) a
7@ =3 -0y = @)+ (@) - a)
n=0 d

= (2, — N)g‘l‘ C1

log py (y|zt) ~ log py (Y|t )|zy=p + (Tt — 1) Vi, log pp(y|Tt) |z, =p
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« Qverview
 Truncation trick
« Classifier guidance

* Xe—q < N(u+5ZVlogpg (ylxe), X)

Po,¢ (Tt|Te41,Y) = Zpo(xt|Ti41)ps (y|2t)

P6($t|$t+1) = N(M: E)

D | =t

log o (xt|Te11) =|—

(2t — )" =7 (@ —p) +C

noise of|=
class label& 9=

log(pe (z¢|zt+1)pe(ylxe)) =

) NAVER Al LAB

f( ) 1 o ($;N)2
) = e o2
V2mo?

o PO e ,
) =Y @) = (@) + @) - a)

n:

1
—E(w,g — ) TS Ny — p) + (e — p)g + Ca

1 1
—5 (@~ p—%g)T T @ —p—Bg) + 59" Bg + Cs

1 g
—5(@ —pn—%g) X7 (2, — n—Xg) +Cs

=logp(z) + C4, 2 ~ N(u + Xg, %)

log py (y|zt) ~ log py (Y|t )|z, =p + (Tt — 1) Vi, 10g D (Y| Tt) |2, =ps

= (z¢ — p)g + C1
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« Qverview
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« Classifier guidance

* Xe—q < N(u+ sEVIogpg (ylxe) , %)

Algorithm 1 Classifier guided diffusion sampling, given a diffusion model (pg(z;), Xo(z;)), classi-
fier py(y|z:), and gradient scale s.

Input: class label y, gradient scale s
@7 « sample from N(0,I)
for all £ from T to 1 do
By Z = pp(xe), To(zt)
z4—1 « sample from N (u + sX V;, log py (y|z:), X)
end for
return z;

Algorithm 2 Classifier guided DDIM sampling, given a diffusion model €, (z;), classifier ps(y|z,),
and gradient scale s.

Input: class label y, gradient scale s
x7 + sample from N(0,I)
for all ¢ from 7" to 1 do
€ < eg(xt) — V1 — @y Vi, log pe (y|xe)

Zor o B (%) +VT=aé
end for
return z;

) NAVER Al LAB

(z—a)" = f(a) + f'(a)(z — a)
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« Classifier guidance

* Xe—q < N(u+ sEVIogpg (ylxe) , %)

Algorithm 1 Classifier guided diffusion sampling, given a diffusion model (pg(z;), Xo(z;)), classi-
fier py(y|z:), and gradient scale s.

Input: class label y, gradient scale s
@7 « sample from N(0,I)
for all £ from T to 1 do
By Z = pp(xe), To(zt)
z4—1 « sample from N (u + sX V;, log py (y|z:), X)
end for
return z;

Algorithm 2 Classifier guided DDIM sampling, given a diffusion model €, (z;), classifier ps(y|z,),
and gradient scale s.

Input: class label y, gradient scale s
x7 + sample from N(0,I)
for all ¢ from 7" to 1 do
€ < eg(xt) — V1 — @y Vi, log pe (y|xe)

Ti—1 /0y (x'_i\;:—,—t_w) +1—a1€
end for
return z;

) NAVER Al LAB

0o (n) a
7@ =3 -0y = @)+ (@) - a)

Vlogpy (ylx,)
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« Qverview
 Truncation trick
« Classifier guidance

* Xe—q < N(u+ sEVIogpg (ylxe) , %)

Algorithm 1 Classifier guided diffusion sampling, given a diffusion model (pg(z;), Xo(z;)), classi-
fier py(y|z:), and gradient scale s.

Input: class label y, gradient scale s
@7 « sample from N(0,I)
for all £ from T to 1 do
By Z = pp(xe), To(zt)
z4—1 « sample from N (u + sX V;, log py (y|z:), X)
end for
return z;

Algorithm 2 Classifier guided DDIM sampling, given a diffusion model €, (z;), classifier ps(y|z,),
and gradient scale s.

Input: class label y, gradient scale s
x7 + sample from N(0,I)
for all ¢ from 7" to 1 do
€ < eg(xt) — V1 — @y Vi, log pe (y|xe)

end for
return z;

) NAVER Al LAB

Vlogpy (ylx,)
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« Qverview
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« Classifier guidance

* Xe—q < N(u+ sEVIogpg (ylxe) , %)

Algorithm 1 Classifier guided diffusion sampling, given a diffusion model (pg(z;), Xo(z;)), classi-
fier py(y|z:), and gradient scale s.

Input: class label y, gradient scale s
@7 « sample from N(0,I)
for all £ from T to 1 do
By Z = pp(xe), To(zt)
z4—1 « sample from N (u + sX V;, log py (y|z:), X)
end for
return z;

Algorithm 2 Classifier guided DDIM sampling, given a diffusion model €, (z;), classifier ps(y|z,),
and gradient scale s.

Input: class label y, gradient scale s
x7 + sample from N(0,I)
for all ¢ from 7" to 1 do
€ < eg(xt) — V1 — @y Vi, log pe (y|xe)

end for
return z;

) NAVER Al LAB

Vlogpy (ylx,)
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«  Overview Note
 Truncation trick 1 -
— __0_2'_
« Classifier guidance f(z) = e 2

* Xe—q < N(u+ sEVIogpg (ylxe) , %)

Note

sVlogpy (y]xe)
Figure 3: Samples from an unconditional diffusion model with classifier guidance to condition
on the class "Pembroke Welsh corgi". Using classifier scale 1.0 (left; FID: 33.0) does not produce
convincing samples in this class, whereas classifier scale 10.0 (right; FID: 12.0) produces much more
class-consistent images. Xt
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 Overview
« Truncation trick f(z) = 1 e
« Classifier guidance Y g -
* Xe—q < N(u+ sEVIogpg (ylxe) , %)

0o (n) a
7@ = 2 @m0 = (o) + fa)e o

def cond_fn(x, t, y=None):

assert y is not None

with th.enable_grad():
Xx_in = x.detach().requires_grad_(True)
logits = classifier(x_in, t)
log_probs = F.log_softmax(logits, dim=-1)
selected = log_probs[range(len(logits)), y.view(-1)]
return th.autograd.grad(selected.sum(), x_in)[@] * args.classifier_scale

Vlogpy (ylx,)
Xt
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3.1 DDPM SAMPLING WITH MANIFOLD CONSTRAINT

In DDPMs (Ho et al., 2020), starting from a clean image &g ~ ¢(xo), a forward diffusion process
g(x¢|@_1) is described as a Markov chain that gradually adds Gaussian noise at every time steps ¢:

T
Q‘("-’Tiﬂ?u) = H‘I(zt|$t—l)a where Q($s|$:—1} = N(z; /1 — Bixs—1, Bed), (1
t=1

where {3} is a variance schedule. By denoting e := 1 — 3, and a; := [['_, s, the forward
diffused sample at ¢, i.e. &, can be sampled in one step as:

oy = ayeo + 1 — ae, where €~ N(0,1). 2

As the reverse of the forward step q(x;_1|®,) is intractable, DDPM learns to maximize the vari-
ational lowerbound through a parameterized Gaussian transitions py(x;_,|x,) with the parameter
#. Accordingly, the reverse process is approximated as Markov chain with learned mean and fixed
variance, starting from p(zr) = N(@r;0,I):

T

po(mo.7) = Pa(wT)HPe(mt—llwt), where pp(@i—1|2¢) = N (@i-1; oz, t), 021). (3)
t=1

where
(x4, 1) == L(m — ﬂe (= 5)) @)
Pos,-—ﬁtamot::
Here, €g(zx,t) is the diffusion model trained by optimizing the objective:
minL(8), where L(8) = Eqzpe[lle - eo(vEmo + VI—are, 1)) ®)

After the optimization, by plugging learned score function into the generative (or reverse) diffusion
process, one can simply sample from pg(x;_; |@:) by

1 1-
\/—a_t(wz - ﬁéa(%, 3)) + o€ (6)

In image translation using conditional diffusion models (Saharia et al., 2022a; Sasaki et al., 2021),
the diffusion model €4 in (5) and (6) should be replaced with €4 (y, /@y + /1 — dy€,t) where
y denotes the matched target image. Accordingly, the sample generation is tightly controlled by the
matched target in a supervised manner, so that the image content change rarely happen. Unfortu-
nately, the requirement of the matched targets for the training makes this approach impractical.

@1 = po(®y,t) + 0re =

To address this, Dhariwal & Nichol (2021) proposed classifier-guided image translation using the
unconditional diffusion model training as in (5) and a pre-trained classifier p,(y|x;). Specifically,
ttg(xs,t) in (4) and (6) are supplemented with the gradient of the classifier, i.e. fig(xs,t) =
po(xe,t) + 0:Vy, log ps(ylx:). However, most of the classifiers, which should be separately
trained, are not usually sufficient to control the content of the samples from the reverse diffusion
process.

Diffusion-based Image Translation using Disentangled Style and Content Representation, arXiv /\/\%
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3.1 DDPM SAMPLING WITH MANIFOLD CONSTRAINT

In DDPMs (Ho et al., 2020), starting from a clean image &g ~ ¢(xo), a forward diffusion process
g(x¢|@_1) is described as a Markov chain that gradually adds Gaussian noise at every time steps ¢:

T
Q(¢T|ﬂ?n) = HQ(zdi’:t—l), where Q($z|$t—1) = N(z; /1 — Bixs—1, Bed), (1
t=1

where {3} is a variance schedule. By denoting e := 1 — 3, and a; := [['_, s, the forward
diffused sample at ¢, i.e. &, can be sampled in one step as:

oy = ayeo + 1 — ae, where €~ N(0,1). 2

As the reverse of the forward step ¢(a,—1|x;) is intractable, DDPM learns to maximize the vari-
ational lowerbound through a parameterized Gaussian transitions py(x;_,|x,) with the parameter
#. Accordingly, the reverse process is approximated as Markov chain with learned mean and fixed
variance, starting from p(xr) = N(z71;0,1I):

T

po(zo.r) := po(er) [ [ po(@e-1|@:), where po(@i—1|ee) = N(@e—1; mo(@e, 1), 021). (3)
t=1

where
1 1- (2
i o L e 4
wo(@, t) = mse(mu ) @
Here, €g(zx,t) is the diffusion model trained by optimizing the objective:
minL(6), where L(6) := Epoel€  eo(v/amo + vI—aue,0)|]. ®)

After the optimization, by plugging learned score function into the generative (or reverse) diffusion
process, one can simply sample from pg(x;_; |@:) by

1""01:

1
\/—a_:(m‘_ Vi-&

In image translation using conditional diffusion models (Saharia et al., 2022a; Sasaki et al., 2021),
the diffusion model €4 in (5) and (6) should be replaced with €4 (y, /@y + /1 — dy€,t) where
y denotes the matched target image. Accordingly, the sample generation is tightly controlled by the
matched target in a supervised manner, so that the image content change rarely happen. Unfortu-
nately, the requirement of the matched targets for the training makes this approach impractical.

&1 = pg(xy, t) + o€ = €s(xy, t)) + o€ (6)

To address this, Dhariwal & Nichol (2021) proposed classifier-guided image translation using the
unconditional diffusion model training as in (5) and a pre-trained classifier py(y|x;). Specifically,
po(x;,t) in (4) and (6) are supplemented with the gradient of the classifier, i.e. [ig(xs,t) =
po(xe,t) + 0:Vy, log ps(ylx:). However, most of the classifiers, which should be separately
trained, are not usually sufficient to control the content of the samples from the reverse diffusion
process.

forward &h4-L|
(noise& Cst=)

. NAVER Al LAB

14



Tests

‘ Read a paper

3.1 DDPM SAMPLING WITH MANIFOLD CONSTRAINT

In DDPMs (Ho et al., 2020), starting from a clean image &g ~ ¢(xo), a forward diffusion process
g(x¢|@_1) is described as a Markov chain that gradually adds Gaussian noise at every time steps ¢:

T
Q(¢T|ﬂ?n) = HQ(zdi’:t—l), where Q($z|$t—1) = N(z; /1 — Bixs—1, Bed), (1
t=1

where {3} is a variance schedule. By denoting e := 1 — 3, and a; := [['_, s, the forward
diffused sample at ¢, i.e. &, can be sampled in one step as:

oy = ayeo + 1 — ae, where €~ N(0,1). 2

As the reverse of the forward step ¢(a,—1|x;) is intractable, DDPM learns to maximize the vari-
ational lowerbound through a parameterized Gaussian transitions py(x;_,|x,) with the parameter
#. Accordingly, the reverse process is approximated as Markov chain with learned mean and fixed
variance, starting from p(xr) = N(z71;0,1I):

T

po(zo.r) := po(er) [ [ po(@e-1|@:), where po(@i—1|ee) = N(@e—1; mo(@e, 1), 021). (3)
t=1

where
1 1- (2
i o L e 4
wo(@, t) = mse(mu ) @
Here, €g(zx,t) is the diffusion model trained by optimizing the objective:
minL(6), where L(6) := Epoel€  eo(v/amo + vI—aue,0)|]. ®)

After the optimization, by plugging learned score function into the generative (or reverse) diffusion
process, one can simply sample from pg(x;_; |@:) by

1""01:

1
\/—a_:(m‘_ Vi-&

In image translation using conditional diffusion models (Saharia et al., 2022a; Sasaki et al., 2021),
the diffusion model €4 in (5) and (6) should be replaced with €4 (y, /@y + /1 — dy€,t) where
y denotes the matched target image. Accordingly, the sample generation is tightly controlled by the
matched target in a supervised manner, so that the image content change rarely happen. Unfortu-
nately, the requirement of the matched targets for the training makes this approach impractical.

&1 = pg(xy, t) + o€ = €s(xy, t)) + o€ (6)

To address this, Dhariwal & Nichol (2021) proposed classifier-guided image translation using the
unconditional diffusion model training as in (5) and a pre-trained classifier py(y|x;). Specifically,
po(x;,t) in (4) and (6) are supplemented with the gradient of the classifier, i.e. [ig(xs,t) =
po(xe,t) + 0:Vy, log ps(ylx:). However, most of the classifiers, which should be separately
trained, are not usually sufficient to control the content of the samples from the reverse diffusion
process.

Loss& 5= 2}7do|y|

. NAVER Al LAB
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3.1 DDPM SAMPLING WITH MANIFOLD CONSTRAINT

In DDPMs (Ho et al., 2020), starting from a clean image &g ~ ¢(xo), a forward diffusion process
g(x¢|@_1) is described as a Markov chain that gradually adds Gaussian noise at every time steps ¢:

T
Q(¢T|ﬂ?n) = HQ(zdi’:t—l), where Q($z|$t—1) = N(z; /1 — Bixs—1, Bed), (1
t=1

where {3} is a variance schedule. By denoting e := 1 — 3, and a; := [['_, s, the forward
diffused sample at ¢, i.e. &, can be sampled in one step as:

oy = ayeo + 1 — ae, where €~ N(0,1). 2

As the reverse of the forward step ¢(a,—1|x;) is intractable, DDPM learns to maximize the vari-
ational lowerbound through a parameterized Gaussian transitions py(x;_,|x,) with the parameter
#. Accordingly, the reverse process is approximated as Markov chain with learned mean and fixed
variance, starting from p(xr) = N(z71;0,1I):

T

po(zo.r) := po(er) [ [ po(@e-1|@:), where po(@i—1|ee) = N(@e—1; mo(@e, 1), 021). (3)
t=1

where
1 1- (2
i o L e 4
wo(@, t) = mse(mu ) @
Here, €g(zx,t) is the diffusion model trained by optimizing the objective:
minL(6), where L(6) := Epoel€  eo(v/amo + vI—aue,0)|]. ®)

After the optimization, by plugging learned score function into the generative (or reverse) diffusion
process, one can simply sample from pg(x;_; |@:) by

1""01:

1
\/—a_:(m‘_ Vi-&

&1 = pg(xy, t) + o€ = €s(xy, t)) + o€ (6)

In image translation using conditional diffusion models (Saharia et al., 2022a; Sasaki et al., 2021),
the diffusion model €4 in (5) and (6) should be replaced with €4 (y, /@y + /1 — dy€,t) where
y denotes the matched target image. Accordingly, the sample generation is tightly controlled by the
matched target in a supervised manner, so that the image content change rarely happen. Unfortu-
nately, the requirement of the matched targets for the training makes this approach impractical.

To address this, Dhariwal & Nichol (2021) proposed classifier-guided image translation using the
unconditional diffusion model training as in (5) and a pre-trained classifier py(y|x;). Specifically,
po(x;,t) in (4) and (6) are supplemented with the gradient of the classifier, i.e. [ig(xs,t) =
po(xe,t) + 0:Vy, log ps(ylx:). However, most of the classifiers, which should be separately
trained, are not usually sufficient to control the content of the samples from the reverse diffusion
process.

reverse ¢t
(noiseE tif=)
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3.1 DDPM SAMPLING WITH MANIFOLD CONSTRAINT

In DDPMs (Ho et al., 2020), starting from a clean image &g ~ ¢(xo), a forward diffusion process
g(x¢|@_1) is described as a Markov chain that gradually adds Gaussian noise at every time steps ¢:

T
Q(¢T|ﬂ?n) = HQ(zdi’:t—l), where Q($z|$t—1) = N(z; /1 — Bixs—1, Bed), (1
t=1

where {3} is a variance schedule. By denoting e := 1 — 3, and a; := [['_, s, the forward
diffused sample at ¢, i.e. &, can be sampled in one step as:

oy = ayeo + 1 — ae, where €~ N(0,1). 2

As the reverse of the forward step ¢(a,—1|x;) is intractable, DDPM learns to maximize the vari-
ational lowerbound through a parameterized Gaussian transitions py(x;_,|x,) with the parameter
#. Accordingly, the reverse process is approximated as Markov chain with learned mean and fixed
variance, starting from p(xr) = N(z71;0,1I):

T

po(zo.r) := po(er) [ [ po(@e-1|@:), where po(@i—1|ee) = N(@e—1; mo(@e, 1), 021). (3)
t=1

where
1 1- (2
i o L e 4
wo(@, t) = mse(mu ) @
Here, €g(zx,t) is the diffusion model trained by optimizing the objective:
minL(6), where L(6) := Epoel€  eo(v/amo + vI—aue,0)|]. ®)

After the optimization, by plugging learned score function into the generative (or reverse) diffusion
process, one can simply sample from pg(x;_; |@:) by

1""01:

1
\/—a_:(m‘_ Vi-&

In image translation using conditional diffusion models (Saharia et al., 2022a; Sasaki et al., 2021),
the diffusion model €4 in (5) and (6) should be replaced with €4 (y, /@y + /1 — dy€,t) where
y denotes the matched target image. Accordingly, the sample generation is tightly controlled by the
matched target in a supervised manner, so that the image content change rarely happen. Unfortu-
nately, the requirement of the matched targets for the training makes this approach impractical.

&1 = pg(xy, t) + o€ = €s(xy, t)) + o€ (6)

To address this, Dhariwal & Nichol (2021) proposed classifier-guided image translation using the
unconditional diffusion model training as in (5) and a pre-trained classifier p,(y|x;). Specifically,

ttg(xs,t) in (4) and (6) are supplemented with the gradient of the classifier, i.e. fig(xs,t) =
po(xe,t) + 0:Vy, log ps(ylx:). However, most of the classifiers, which should be separately
trained, are not usually sufficient to control the content of the samples from the reverse diffusion
process.

classifier guidancel|
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3.1 DDPM SAMPLING WITH MANIFOLD CONSTRAINT

In DDPMs (Ho et al., 2020), starting from a clean image &g ~ ¢(xo), a forward diffusion process
g(x¢|@_1) is described as a Markov chain that gradually adds Gaussian noise at every time steps ¢:

T
Q‘(:’-’Tiﬂ?u) = H‘I(Q’d:’:t—l), where Q($¢|$:—1} = N(z; /1 — Bixs—1, Bed), (1
t=1

where {3} is a variance schedule. By denoting e := 1 — 3, and a; := [['_, s, the forward
diffused sample at ¢, i.e. &, can be sampled in one step as:

oy = ayeo + 1 — ae, where €~ N(0,1). 2

As the reverse of the forward step q(x;_1|®,) is intractable, DDPM learns to maximize the vari-
ational lowerbound through a parameterized Gaussian transitions py(x;_,|x,) with the parameter
6. Accordingly, the reverse process is approximated as Markov chain with learned mean and fixed
variance, starting from p(zr) = N(@r;0,I):

T

po(xo.r) = Pa(wT)HPe(me—dmt), where  py(x,_1|@e) := N(@e—1; po(@e,t),071). (3)
t=1

where
e L Yo, Ttmp
po(@y, t) == e (ma meo(xa,i)): 4
minL(8), where L(8) = Eqzpe[lle - eo(vEmo + VI—are, 1)) ®)

After the optimization, by plugging learned score function into the generative (or reverse) diffusion
process, one can simply sample from pg(x;_; |@:) by

\/%(3: - %ee(w:, t)) + o€ (6)

In image translation using conditional diffusion models (Saharia et al., 2022a; Sasaki et al., 2021),
the diffusion model €4 in (5) and (6) should be replaced with €4 (y, /@y + /1 — dy€,t) where
y denotes the matched target image. Accordingly, the sample generation is tightly controlled by the
matched target in a supervised manner, so that the image content change rarely happen. Unfortu-
nately, the requirement of the matched targets for the training makes this approach impractical.

@1 = po(®y,t) + 0re =

To address this, Dhariwal & Nichol (2021) proposed classifier-guided image translation using the
unconditional diffusion model training as in (5) and a pre-trained classifier p,(y|x;). Specifically,
ttg(xs,t) in (4) and (6) are supplemented with the gradient of the classifier, i.e. fig(xs,t) =
po(xe,t) + 0:Vy, log ps(ylx:). However, most of the classifiers, which should be separately
trained, are not usually sufficient to control the content of the samples from the reverse diffusion

process.

|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
Here, €g(zx,t) is the diffusion model trained by optimizing the objective: |
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|

Diffusion-based Image Translation using Disentangled Style and Content Representation, arXiv /\/\%
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119



Summary

Denoising diffusion implicit models (DDIM)
ICLR 2021
@

-0 NAVER Al LAB

2020 NeurlPS 2020
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Diffusion Models Beat GANs on Image Synthesis

* X; = \/aiXo + /1 — &€, € ~ N(0,I) (Forward)
o By =107% Br = 0.02
o =l = P d= Hi:l g

* €—eg(xt) =€ — €g(/AXo + /1 — Az€) (Loss)

o €p = prediction network

\f"]—c_xg

o B =1721B,

s B = B2 Si= ASRt0| gl

* %= \/Lt (xt = sl Eg(x;,t)) + 4/ ,gte, € ~N(0,I) (Reverse)
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* DDIMa =DDPM &
* x; = +/a,Xo + /1 — g€ (Forward)
* € —ep(x;) =€ — ep(/a,xg + /1 — a€) (Loss)

o g = prediction network

. Sl .-"'1 =
Xi—1 = /041 (xt ﬁatfs(xt)) + 4/ 1—o3_1 — o?. Eg(xt) +£:t;-’ (Reverse)
i /

i

-

g S noise
direction pointing to x;

predicted xo=Jfg (%)

o deterministic when oy = () < consistency

Denoising diffusion implicit models (DDIM)

ICLR 2021
® @ o >
2020 NeurlPS 2020 NeurlPS 2021 2022
Denoising diffusion probabilistic models (DDPM) Diffusion Models Beat GANs on Image Synthesis

* X; = \/aiXo + /1 — &€, € ~ N(0,I) (Forward)
o By =107% Br =0.02
o api=1-—F ;= Hi:l Qs

* €—eg(xt) =€ — €g(/AXo + /1 — Az€) (Loss)
o €p = prediction network

(xt = ﬁeﬂ(xht)) + \/gf, il N(Oi I) (Reverse)

L ]
Xt—1 =

1
Vo

s B = B2 Si= ASRt0| gl
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* DDIMa =DDPM &
* x; = +/a,Xo + /1 — g€ (Forward)
* € —ep(x;) =€ — ep(/a,xg + /1 — a€) (Loss)

o g = prediction network

. Sl .-"'1 =
Xi—1 = /041 (xt ﬁatfs(xt)) + 4/ 1—o3_1 — o?. Eg(xt) -+ E:t;" (Reverse)
i /

i

-

g S noise
direction pointing to x;

predicted xo=Jfg (%)

o deterministic when oy = () < consistency

Denoising diffusion implicit models (DDIM)

ICLR 2021
® @ o >
2020 NeurlPS 2020 NeurlPS 2021 2022
Denoising diffusion probabilistic models (DDPM) Diffusion Models Beat GANs on Image Synthesis

* xX; = /&Xo + /1 — aze, e ~ N(0,I) (Forward)
o Bl — 10_4,,8‘1" = 0.02
° Qt = 1 o 63, C_It = ]_—Ii:]_ Qg

o € —ep(xt) =€ — eg(\/Axo + /1 — aze) (Loss)

Xi—1

—€
o €p = prediction network 2
. P sVlo X
X \/lm (xt — %EQ(XQ,t)) + 1/ Bee, € ~ N(0,I) (Reverse) 8Py (yIxe)
= 1 a
o By = —1—_0:—Tla8t Xt

s B = B2 Si= ASRt0| gl
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v . D §ffusers

license Apache-2.0 Contributor Covenant | 2.0

@ Diffusers provides pretrained diffusion models across multiple modalities, such as vision and audio, and serves
as a modular toolbox for inference and training of diffusion models.

More precisely, & Diffusers offers:

« State-of-the-art diffusion pipelines that can be run in inference with just a couple of lines of code (see
src/diffusers/pipelines). Check this overview to see all supported pipelines and their corresponding official
papers.

¢ Various noise schedulers that can be used interchangeably for the preferred speed vs. quality trade-off in
inference (see src/diffusers/schedulers).

« Multiple types of models, such as UNet, can be used as building blocks in an end-to-end diffusion system
(see src/diffusers/models).

e Training examples to show how to train the most popular diffusion model tasks (see examples, e.g.
unconditional-image-generation).
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Input Token Processed image Generated
text embeddings information tensor image

_—
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encoder

High-Resolution Image Synthesis with Latent Diffusion Models, CVPR 2022

64x64x4

regularization
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encoder

High-Resolution Image Synthesis with Latent Diffusion Models, CVPR 2022

64x64x4

regularization

decoder
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Text Representation Generator

77 tokens 768D vector for each token
Tokenizer , _Text
- ~——— | Encoder
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Text Representation Generator

“The photo of
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77 tokens 768D vector for each token
Tokenizer —— Text
- ~——— | Encoder

(estare) @ foute) ond) &)

(adorable] (bunny,) IEI

cute)
_— -

*
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Text Representation Generator

CLIP

77 tokens 768D vector for each token
Tokenizer - : Text
p (=) ey ey Encoder - \
(o) @) ) ond ()
I\Edorabie] ':burny.'l @l

(cute)

“The photo of
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77 tokens Text 768D vector for each token
Tokenizer ——» e
Encoder

[<start>]

—— (o
(adorable| (bunny,) la)

(cute)

“Thephotoof | _ | || || [, _
a welsh corgi”

Photo pour Japanese Soaring by Peter far cry 4 concept art is the

CAPTION pagoda and old house in Eades reason why it 39 s a
Kyoto at twilight - image beautiful game vg247.
Black Bedroom Furniture

libre de droit
Sets. Home Design Ideas

LAION-5B, 84.8TB

1 import terch

from PIL import Image
import open_clip

1 model, _, preprocess = open_clip.create_model_and_transforms('ViT-B-32-quickgelu®, pretrained="laior
tokenizer = open_clip.get_tokenizer('ViT-B-32-quickgelu')

image = preprocess(Image.open("CLIP.png")).unsqueeze(@)

text = tokenizer(["a diagram", “a dog", "a cat"])
— — -— — -
with torch.no_grad(), torch.cuda.amp,autocast():
image_features = model.encode_image(image)

text_features = model.encode_text(text)
image_features /= image_features.norm(dim=-1, keepdim=True)
text_features /= text_features.norm{dim=-1, keepdim=True)

text_probs = (100.0 * image_features @ text_features.T).softmax{dim=-1)

print(“Label probs:", text_probs) # prints: [[1., 0., 0.]]

github.com/mlifoundations/open_clip
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64x64x4

encoder

High-Resolution Image Synthesis with Latent Diffusion Models, CVPR 2022

forward process

v
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— 4H H = > step 1
forward process
64X64x4 VI
encoder -
| ——
time embed
4 HHdHHH IL—
Unet pred noise
text embed
77x768

High-Resolution Image Synthesis with Latent Diffusion Models, CVPR 2022 21
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— H H — > step 1
forward process
64X64x4 falh S~
Ye by
encoder
A
time embed
L2 loss
_— H H HH
Unet pred noise GT noise
text embed
77x768

High-Resolution Image Synthesis with Latent Diffusion Models, CVPR 2022 22
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encoder

time embed

_— H H HH

Unet

text embed

77x768

High-Resolution Image Synthesis with Latent Diffusion Models, CVPR 2022

v

forward process

>
‘...

- I
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— H H — > step 1
forward process
64x64x4 Mol pe
encoder R
| —
time embed
— — - = —p —_

Unet input latent pred noise 64x64%x4

text embed
77x768

High-Resolution Image Synthesis with Latent Diffusion Models, CVPR 2022 24
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—~ H H > step 4
forward process
64x64x4 Mol pe
encoder R
| —
time embed
— — - = —p —_

Unet input latent pred noise 64x64%x4

text embed
77x768

High-Resolution Image Synthesis with Latent Diffusion Models, CVPR 2022 25
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4 H H — > step 10
forward process
64x64x4 Mol pe
encoder R
| —
time embed
— — - = —p —_

Unet input latent pred noise 64x64%x4

text embed
77x768

High-Resolution Image Synthesis with Latent Diffusion Models, CVPR 2022 20
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4 H H — > step 50
forward process
64x64x4 VT
encoder R
| —
time embed
_ H H HH I
Unet input latent pred noise 64x64%x4
text embed
77x768

High-Resolution Image Synthesis with Latent Diffusion Models, CVPR 2022 27
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step 1
time embed
step 4
Unet step 10
" decoder
text embed
step 50

High-Resolution Image Synthesis with Latent Diffusion Models, CVPR 2022 29
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Guidance Scale controls

how well the image representation adheres to text prompt.
Higher means stronger adherence. How?

Guidance for
image generation

https://poloclub.github.io/diffusion-explainer/ %D
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4 H residual connection

| H U cross attention

Attention(Q, K,V) = softmax( C\Q/K_T 1%
k

d
Q= (N,dy), K = (N,d ),V = [N,d;)
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Xe—1 & N(u+ 5+ 2Vlogpy (ylxe) , X)

=y - T |
L . o - ¢ MEENTE i :
| k 1 B G P
. - . b s |y
= d A a
8 ok = -

Figure 3: Samples from an unconditional diffusion model with classifier guidance to condition
on the class "Pembroke Welsh corgi". Using classifier scale 1.0 (left; FID: 33.0) does not produce
convincing samples in this class, whereas classifier scale 10.0 (right; FID: 12.0) produces much more
class-consistent images.

sVlogpy (ylxt)

-0 NAVER Al LAB
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Xe—1 & N(u+ 5+ 2Vlogpy (ylxe) , X)

Xt—1

:: > : N Tars B R & __ = K i —€p
T AR S ] RS B ase 0\
- kN - B st sVlogpg (¥Ixe)
Figure 3: Samples from an unconditional diffusion model with classifier guidance to condition
on the class "Pembroke Welsh corgi". Using classifier scale 1.0 (left; FID: 33.0) does not produce
convincing samples in this class, whereas classifier scale 10.0 (right; FID: 12.0) produces much more

Xt

class-consistent images.
Eg(x,c) = €g(x, P) + 5 * (€9 (x, ¢) — €g(x, 9))

Xt-1

(€o(x, ) — €9(x, $))

24
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Xe—1 < N(u+ 5 *2Vlogpy (ylx,) , %)

Figure 3: Samples from an unconditional diffusion model with classifier guidance to condition
on the class "Pembroke Welsh corgi". Using classifier scale 1.0 (left; FID: 33.0) does not produce
convincing samples in this class, whereas classifier scale 10.0 (right; FID: 12.0) produces much more
class-consistent images.

€g(x,c) = €g(x, ) + 5 * (69 (x,¢) — €g(x, ¢))

Xt-1

(ea(x,¢) — €a(x,9))

Viogpy (yix:)

) NAVER Al LAB
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Xe—1 & N(u+ 5+ 2Vlogpy (ylxe) , X)

ELdme W - I BRI e

Figure 3: Samples from an unconditional diffusion model with classifier guidance to condition
on the class "Pembroke Welsh corgi". Using classifier scale 1.0 (left; FID: 33.0) does not produce
convincing samples in this class, whereas classifier scale 10.0 (right; FID: 12.0) produces much more
class-consistent images.

€g(x,c) = €g(x, ) + 5 * (69 (x,¢) — €g(x, ¢))

Xt-1

(€o(x, ) — €9(x, $))

sVlogpy (ylxt)

# perform guidance
if do_classifier_free_guidance:
noise_pred_uncond, noise_pred_text = noise_pred.chunk(2)

-0 NAVER Al LAB

noise_pred = noise_pred_uncond + guidance_scale * (noise_pred_text - noise_pred_uncond)

26
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* Proposed
* Preprocessing
» Data filtering
* Precomputed embedding
« Synthetic caption
* Architecture

e MM-DIT
 Flexible text encoders
* Training

* Rectified flow
« Logit-normal sampling (time t)
« Conditional flow matching loss
* Finetuning
« QK-normalization
» Timestep shifting
 Improved position encoding
* Conclusion
« 8B model
« Validation loss = evaluation metrics

Scaling Rectified Flow Transformers for High-Resolution Image Synthesis

=

( cupcna ) cup-Lia4a (| TSXXL )

77+ 77 tokens

Jf\-
1

MM-DiT-Block 1 )
[ [
MM-DiT-Block 2 )

Sinusoidal Encoding

Fe) G G ?7

MM-DiT-Block d )

| Modulation

(a) Overview of all components.

®

® 06

-0 NAVER Al LAB

Linear Linear
=

(b) One MM-DiT block
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E. Data Preprocessing for Large-Scale Text-to-Image Training
E.1. Precomputing Image and Text Embeddings

Our model uses the output of multiple pretrained, frozen networks as inputs (autoencoder latents and text encoder repre-
sentations). Since these outputs are constant during training, we precompute them once for the entire dataset. This comes
with two main advantages: (i) The encoders do not need to be available on the GPU during training, lowering the required
memory. (ii) The forward encoding pass is skipped during training, saving time and total needed compute after the first
epoch, see Tab. 7.

This approach has two disadvantages: First, random augmentation for each sample every epoch is not possible and we use
square-center cropping during precomputation of image latents. For finetuning our model at higher resolutions, we specify
a number of aspect ratio buckets, and resize and crop to the closest bucket first and then precompute in that aspect ratio.
Second, the dense output of the text encoders is particularly large, creating additional storage cost and longer loading times
during training (c.f. Tab. 7). We save the embeddings of the language models in half precision, as we do not observe a
deterioration in performance in practice.

E.2. Preventing Image Memorization

In the context of generative image models memorization of training samples can lead to a number of issues (Somepalli et al.,
2023a; Carlini et al., 2023; Somepalli et al., 2023b). To avoid verbatim copies of images by our trained models, we carefully
scan our training dataset for duplicated examples and remove them.

) NAVER Al LAB

Data filtering

SSCD Z112|5& F3ll, 00|12 F= A7
- H|=gto|0J2] 27| Sota

Precomputed embeddings

augmentation &-&2 0to| 25}
k2 storage T Q%
A2l &, o5 WEtA| = ol

Synthetic caption

CogVLMZ 55| real:fake caption 1:1 A&
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=
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C CI.IPI-:}ﬂ CLHTIUM 4 TS%[XL D >
77+ 77 tokens
e
2 X o
2048 3 Zero

v

MM-DiT-Block 1 )
[
MM-DiT-Block 2 )

®
Il
®

f Layernorm j ( Layernorm
. ®
etsere ) (Modidete )
¥ Cwr ) | @
@ —< H—|@-
&
(a) Overview of all components. (b) One MM-DiT block

8B

Scaling Rectified Flow Transformers for High-Resolution Image Synthesis
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£ encodingdll patch embedding=
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ST T Preference across shifted sampling

* Problem
« 256x256 H&5HE -> high resolution .2 finetuningEHIj
« mixed precisionStH &h50| S
« full precisionst sk&50]| 2 QFH=! (?)
« Solution
« QKRMS norm
» Positional Encodings for Varying Aspect Ratios
*  Z|Z RoPE M E[2| fZ71. A 2.
T * Resolution-dependent shifting of timestep schedules
) « high-res= low-resEC} G k2 noise?} TLRstD =2,
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Elo Score
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o
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Figure 6. Timestep shifting at higher resolutions. Top right: Hu-
man quality preference rating when applying the shifting based
on Equation (23). Bottom row: A 5122 model trained and sam-

pled with \/m/n = 1.0 (top) and /m/n = 3.0 (bottom). See T _— R
Section 5.3.2. Figure 5. Effects of QK-normalization. Normalizing the Q- and ((p = maé S) "5 )piaé

K-embeddings before calculating the attention matrix prevents the
attention-logit growth instability (left), which causes the attention

— i Qenorm
5/ wio QK-norm
= w| QK-narm e
wion QE-nom

Attention Entropy
o - .
- .

w

Max Attention Logit
-
(-]

x NaN

,_.
o

L]

Time-shifting tm = 1+ ( m __ 1)tn

n

m t entropy to collapse (right) and has been previously reported in the
mn

discriminative ViT literature (Dehghani et al., 2023; Wortsman
et al., 2023). In contrast with these previous works, we observe

this instability in the last transformer blocks of our networks. Max-

imum attention logits and attention entropies are shown averaged
over the last 5 blocks of a 2B (d=24) model.
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0 B . .
= : —— edm(-1.20, 1.20) Original Captions 50/50 Mix

—— eps/linear

—— rf/lognorm(0.00, 1.00)
— Color Attribution 11.75 24.75

e Colors 71.54 68.09

120 success rate [%] success rate [%]

100

A e Position 6.50 18.00
= Counting 33.44 41.56
" Single Object 95.00 93.75
Two Objects 41.41 52.53

o Overall score 4327 49.78

Table 4. Improved Captions. Using a 50/50 mixing ratio of
synthetic (via CogVLM (Wang et al., 2023)) and original cap-
tions improves text-to-image performance. Assessed via the
GenEval (Ghosh et al., 2023) benchmark.

10 20 30 40 50
number of sampling steps

Figure 3. Rectified flows are sample efficient. Rectified Flows
perform better then other formulations when sampling fewer steps.

For 25 and more steps, only rf/lognorm(0.00, 1.00) re- « Improved Autoencoders
mains competitive to eps/linear. o 24 52|H £2 (16)
: « Improved captions
Metric 4chn  8chn 16 chn « dataset captionS-2 detailo| ti}7{Q).,
FID ({) 241 156 1.06 «  CogVLMZ27{ 55|14, fake captionS DHS11 SHH| AMH,
Perceptual Similarity ({)  0.85  0.68  0.45 detail 222 A& 4 9L,
SSIM (1) 0.75 0.79 0.86
PSNR (1) 25.12 2640  28.62

Table 3. Improved Autoencoders. Reconstruction performance
metrics for different channel configurations. The downsampling
factor for all models is f = 8.
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validation loss (average over levels 1-7) 150 > 1026
0.88 ] sttt MJHWM
—— CrossDiT AMW‘"*"MN'
— DIT
v 087 | —— MMDIT (2 sets) . 24
= —— MMDIT (3sets) | £ = CrossDIT 2 =
e o —= DT u] ;
2 0.86/ v 100 —— MMDIT (2 sets) [0-22 DiT
& o MMDIT (3 sets) =
€ 0,05 i CrossDiT = EIAE EZ0|| wi} Fo| HfHLIE F7}.
0.84 : : - : | 50l . Y
0 100k 200k 300k 400k  500I 0 100k 200k 300k 400k 500k I} EBATE &
train step train step UNetZ} ERHATIE &
Figure 4. Training dynamics of model architectures. Compara- B AEQ} O|0|X|0] HEO| JIEX|S ARSI, U D= Wt KHEON 7} (CLIP &%, FID)
tive analysis of DiT, CrossDiT, UVIiT, and MM-DiT on CC12M, AE w8 It HE 7.

focusing on validation loss, CLIP score, and FID. Our proposed
MM-DiT performs favorably across all metrics.
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a massive alien space ship that is shaped like a pretzel.

£ JE—— —— ] -
A kangaroo holding a beer, An entire universe inside a A cheesburger surfing the A swamp ogre with a pearl A car made out of vegetables. heat death of the universe,
wearing ski goggles and bottle sitting on the shelf at vibe wave at night earring by Johannes Vermeer line art
passionately singing silly walmart on sale.
S0ngs.

.9 NAVER Al LAB
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1) Get Scheddul
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2) Late

e

Eoch Timestep

= Lofent + Lprev -

eurrent ‘t'lme_:-';tgp} * Frf;_c.li{'_‘til:m

NVIDIA GeForce RTX 4060

NVIDIA GeForce RTX 3080

NVIDIA GeForce RTX 3060
NVIDIA GeForce RTX 4070
AMD Radeon RX 7700 XT

NVIDIA GeForce RTX 4060 Ti
NVIDIA GeForce RTX 4070 Ti
NVIDIA GeForce RTX 4080
AMD Radecn R¥ 7800 XT
AMD Radeon RX 7600 XT

AMD Radeon RX 7900 XT

NVIDIA GeForce RTX 3080
NVIDIA GeForce RTX 4080
AMD Radeon 7900XTX

NVIDIA H100

AMD Instinct MIZ50X
AMD Instinct MIZ00A
AMD Instinct MI300X

20

32
(or greater)

Hardware compatibility and VRAM requirements for opan-image base models

% NAVER Al LAB
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B

SingleStream block
Double Stream block

] o

dagram !
S g e i MLP Emb. LastLayer

https://www.reddit.com/r/StableDiffusion/comments/1fds59s/a_detailled_flux1_architecture_diagram/ 45



SANA | summary

Motivation

high-quality & high-resolution & high-efficiency

Proposed

« Deep compression AE (x32)
- 7|&x8
« Efficient DIiT
» Vanilla attention -> Linear attention
« O(N?)->0(N)
« No position embedding (NoPE)
 Text encoder
« T5->decoder-only LLM (Gemma2-2B)
« Efficient training & sampling strategy
« Flow-DPM-Solver (14-20 steps)
Conclusion
« 100x faster (4K), 40x faster (1K) vs FLUX
« 1024x1024, 0.37s, 4090 GPU (Sana-0.6B)
Limitation

StEHIOIE = & A=Al L=t S,

1ok

AA — AN

<Complex Human Instruction= <User Prompt>
p

~
Given a user prompt, generate an "Enhanced prompt™
that provides detailed visual descriptions suitable for

user prompt:

- If the prompt is simple, focus on adding specifics
about colors, shapes, sizes, textures, and spatial
relationships to create vivid and concrete scenes.
Examples of how to transform or refine prompts:

- User Prompt: A cat sleeping -> Enhanced: A small,

peacefully on a warm sunny windowsill, surrounded by
pots of blooming red flowers.

Please generate only the enhanced description for the
prompt below and avoid including any additional
commentary or evaluations:

User Prompt: A cyberpunk cat with a
neon sign that says "SANA" .

Deep
Compression
AutoEncoder (32x)

Flux-dev

sna paseine. | /-9
+ Deep Compression .41 11.4x ,/’/

AutoEncoder )1 -
X
+ Linear OiT )24
_ 1.1x%
+ Kernel Fusion '21

+ Flow DPM-Solver | 6‘> 2.2
(Sana final version) 8,°° Params: 0.6B, GenEval: 0.64, DPG:83.6
€ 106x

AU BlE

image generation. Evaluate the level of defail in the e Smiall LLIM

fluffy white cat curled up in a round shape, sleeping Time Em b

-0 NAVER Al LAB

Linear Attn
Cross Attn €
Mix FFN

Linear DiT (N x Blocks)

11023
Params: 12B, GenEval: 0.67, DPG: 84.0E

AG



SANA |

DC-AE

w

RN SD-VAE fo SRR OC-AE SR Dﬁ

npu = iffusion npu it iusion
H Image Model * Image f64 _}._)M

(a) Latent Diffusion Models with SD-VAE (b) Latent Diffusion Models with DC-AE

Figure 1: DC-AE accelerates diffusion models by increasing autoencoder’s spatial compression
ratio.

Summary

* Residual Autoencoding
« =2 UFEZ 7SO (x128)

* Decoupled High-Resolution Adaptation (3 phase training)
« 164K O[O 2|9 generalizationS 75 SHAHIEE (2048x2048)

-0 NAVER Al LAB

47



SANA ‘ DC-AE: Residual Autoencoding +0 NAVER Al LAB

Group . Latent
Latent

(a) SD-VAE Model Architecture
-to-Ch I
ESpace to-Channe :ﬁ & (H.W.32)
| Channel I Channel
Channel-to-Space H,W,1024 | Averaging |4 w32 H,w,32|Duplicating | 4 w1024

(b) DC-AE Model Architecture with Residual Autoencoding

Figure 4: Illustration of Residual Autoencoding. It adds non-parametric shortcuts to let the neural
network modules learn residuals based on the space-to-channel operation.

Summary
* residual -> not identity mapping
» space-to-channel mapping

» pixel-shuffle, pixel-unshuffle

4D



SANA ‘ DC-AE: space-to-channel mapping

HxWxC

space-to-channel H w
5 = 5 x 4C
H_ W

split into two groups

’[2 2

L.

><—><2C7—><—><2C]

w

average

2

EXEXQC

2

2

channel averaging

class PixelUnshuffleChannelAveragingDownSampleLayer(nn.Module):

def

def

__init__(

self,

in_channels: int,
out_channels: int,
factor: int,

super().__init_ ()
self.in_channels = in_channels
self.out_channels = out_channels
self.factor = factor

assert in_channels * factorxx2 % out_channels ==

self.group_size = in_channels * factorxk2 // out_channels

forward(self, x:

torch.Tensor) -> torch.Tensor:

x = F.pixel_unshuffle(x, self.factor)

B, C, H, W = x.shape

x = X.view(B, self.out_channels,
X = x.mean(dim=2)

return x

self.group_size, H, W)

7 x
2

W
2

C channel-to-space
-

52
C

dupllcatc

L.

HxWx%

[HxWxEHxWx—] L H x W x C.

-0 NAVER Al LAB

v

channel duplic ating

class ChannelDuplicatingPixelUnshuffleUpSampleLayer(nn.Module):

def

def

IR [ o P

self,

in_channels: int,
out_channels: int,
factor: int,

super().__init_ ()
self.in_channels = in_channels
self.out_channels = out_channels
self.factor = factor

assert out_channels % factor*x2 % in_channels ==

self.repeats = out_channels x factor**2 // in_channels

forward(self, x: torch.Tensor) —= torch.Tensor:

X = X.repeat_interleave(self.repeats,

X

return x

F.pixel_shuffle(x, self.factor)

dim=1)
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SANA ‘ DC-AE: space-to-channel mapping

HxWxC

def

space-to-channel w

: — X — x4C
2 2

split into two groups [H w w
52T 2

L.

factor = 2

factor: int,

super().__init__ ()

self.in_channels = in_channels

self.out_channels = out_channels

self.factor = factor

assert in_channels * factorxx2 % out_channels ==
self.group_size = in_channels * factorxk2 // out_channels

forward(self, x: torch.Tensor) -> torch.Tensor:

x = F.pixel_unshuffle(x, self.factor)

B, C, H, W = x.shape

x = x.view(B, self.out_channels, self.group_size, H, W)
X = x.mean(dim=2)

return x

def

-0 NAVER Al LAB

channel-to-space
Ch

HxWxg

52 5
C

duplicate [HXWXE:waxg]MHXWXC.

L.

v

-~
channel duplicating

hannelDuplicatingPixelUnshuffleUpSampleLayer(nn.Module):
IR [ o P

elf,

_channels: int,

oyt_channels: int,

factor: int,

super().__init_ ()

self.in_channels = in_channels

self.out_channels = out_channels

self.factor = factor

assert out_channels % factor*x2 % in_channels ==
self.repeats = out_channels x factor**2 // in_channels

forward(self, x: torch.Tensor) —= torch.Tensor:
X = X.repeat_interleave(self.repeats, dim=1)
X

F.pixel_shuffle(x, self.factor)
return x

50



SANA ‘ DC-AE: Decoupled High-Resolution Adaptation

Reconstruction Loss
+ GAN Loss

Decoder -
t

Reconstruction Loss Reconstruction Loss

Decoder

Latent Latent Latent
Encoder Encoder ‘ Encoder ‘
Low-Resolution High-Resolution Low-Resolution
Images Images Images
Phase 1: Phase 2: High-Resolution Phase 3: Low-Resolution
Low-Resolution Full Training Latent Adaptation Local Refinement

Figure 6: Illustration of Decoupled High-Resolution Adaptation.

Key-points
« GAN= local detail2 SFAFA| 7|1, local artifactES A|7{SHCt,

-0 NAVER Al LAB

Summary
 phasel
« full-training
» 256x256
* recon loss
» Initialization

* phase 2
* middle layer training
* encoder’s output
» decoder’s input
« 1024x1024
* recon loss
» Generalization

 phase 3
» decoder’s output training
» 256x256
* recon +gan
* Refinement

AN
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?Complex Human Instruction= <User Prompt= 2 E Linear Attentlon Mix_FFN
Given a user pron'_|p1. ggnerata an "Enhanced prompt” P
‘Pn‘g‘;i;‘::m‘f.o"e vaist tne evelof setai e ——3  Sall LLM : nxd T
- If the prompt is simple, focus on adding specifics '
bl el : ) [ 1x1ConvLayer |
Sleer Promot A ca dof oo I Time Emb i uxE
ety Loy oo oot e N T « Summary
PIomp! boow and avoid nCUng any SacHional grmeanennsnns " : Thxa Jaxd : :
:JO:eTGSEr:é:ﬁT}fBingﬁfs with a Pos Emb I}- - X == - [ MatMul ] RelLU : LI n ea r atte ntl on
P el TRL . A|AEE 2L, ON)
SR (=) = ) e Mix-FFN (depth-wise conv)
= - . .
Deep « < & P L LS L * « local information E2t
Compression - 8 - @ - x -QB—. ‘ [ Linear ] [ Linear] [ Linear]
AutoEncoder (32x) £ 5 =2 : [ 1x 1 ConvLayer ] * NoPE
Poa Kk | - S0l R (A 8lS2)
Linear DiT (N x Blocks) E Cost : O(n) e Triton kernel fusion
(a). Architecture overview of our Sana. (b). Linear DiT Module. e Accelerate

Figure 5: Overview of Sana: Fig. (a) describes the high-level training pipeline, containing our 32 X LLM

deep compression Autoencoder, Linear DiT, and complex human instruction. Note that Positional « not Text encoder(e.qa. T5
embedding is not required in our framework. Fig. (b) describes the detailed design of the Linear (e.g. T5)
Attention and Mix-FFN in Linear DiT.
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SANA ‘ Linear attention

<Complex Human Instruction> <User Prompt>
p

Given a user prompt, generate an "Enhanced prompt”
that provides detailed visual descriptions suitable for
image generation. Evaluate the level of detail in the
user prompt:

- If the prompt is simple, focus on adding specifics
about colors, shapes, sizes, textures, and spatial
relationships to create vivid and concrete scenes.
Examples of how to transform or refine prompts:

- User Prompt: A cat sleeping -> Enhanced: A small,
fluffy white cat curled up in a round shape, sleeping

pots of blooming red flowers.

Please generate only the enhanced description for the
prompt below and awvoid including any additional
commentary or evaluations:

User Prompt: A cyberpunk cat with a
neon sign that says "SANA" .

peacefully on a warm sunny windowsill, surrounded by

——> Small LLM

Time Emb

Au

Deep
Compression
toEncoder (32x)

v
Linear Attn

|
Cross Attn
Mix FFN

>

Linear DIiT (N x Blocks)

) NAVER Al LAB

VE

- Z:: > imy Sim(Qi, K;)

Sim(Q, K) = exp(ZE)

O(N?)
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SANA ‘ Linear attention

<Complex Human Instruction> <User Prompt>
p

that provides detailed visual descriptions suitable for
image generation. Evaluate the level of detail in the
user prompt;

- If the prompt is simple, focus on adding specifics
about colors, shapes, sizes, textures, and spatial
relationships to create vivid and concrete scenes.
Examples of how to transform or refine prompts:

- User Prompt: A cat sleeping -> Enhanced: A small,
fluffy white cat curled up in a round shape, sleeping
peacefully on a warm sunny windowsill, surrounded by
pots of blooming red flowers.

Please generate only the enhanced description for the
prompt below and awvoid including any additional
commentary or evaluations:

User Prompt: A cyberpunk cat with a
neon sign that says "SANA" .

~
Given a user prompt, generate an "Enhanced prompt”

Deep

Compression ——
AutoEncoder (32x)

——> Small LLM

Time Emb

) NAVER Al LAB

Pos Emb :-X 0; = Z S’&m(Q’i7 KJ)

...................

v
Linear Attn

j=1 Zj'v=1 Szm(QZ,KJ) o

>

Cross Attn
Mix FFN

, $im(Q, K) = exp(%-)

Linear DIiT (N x Blocks) 0 ( NZ)

Similarity function2 ALt} (T EH=EdR )

=

Sim(Q, K) = ReLU(Q)ReLU(K)"

55



SANA ‘ Linear attention

Linear Attention

Tnxd

Scale
nxd

MatMul
N
nxd Td xd
MatMul
N
Td Xn nxd
RelLU RelLU

TnXd den

Linear Linear Linear

(I

Q K '

Cost : O(n)

'» NAVER Al LAB

56



SANA ‘ Linear attention

Linear Attention

Tn X d
Scale
nxd
MatMul
7}
nxd Td xd
MatMul
A
Td Xn nxd
RelLU RelLU
Tn xd Td Xn
Linear Linear Linear
Q K Vv
Cost : O(n)

-
—
—
—
- W
—
—

_—
—
—
—
_—
—
—

O; =

& NAVER Al LAB

Z ReLU(Q;)ReLU(K ;)" |
_ Zj.vleeLU(Qi)ReLU(Kj)T ’

j=1
> (ReLU(Q:)ReLU(K;)™)V;
ReLU(Q:) Y1, ReLU(K;)T

5.1 [ReLU(Q:)ReLU(K;)V;
ReLU(Q:) Y- ,—; ReLU(K;)T
> j1 ReLU(Q:)[(ReLU(K;) V)]
ReLU(Q:) zj.‘;l ReLU(K;)T
ReLU(Q:) (X1, ReLU(K;)V;)
ReLU(Qs) (272, ReLU(K;)T)

e - —~
sH2{o| DAl ZEHH 2l
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Linear Attention PR

Tnxd

#
q = self.kernel_func(q)
Scale k = self.kernel_func(k)
nxd

lightweight linear attention

MatMul # linear matmul
A —J - -
_ ded trans_k = k.transpose(-1, -2)
MatMul
’y v = F.pad(v, (@, 0, @, 1), mode="constant", value=1)
der1 nxd vk = torch.matmul(v, trans_k)
RelLU RelU out = torch.matmul(vk, q)
T T, if out.dtype == torch.bfloatl6:
e g out = out.float()
Linear Linear Linear out = out[:, :, :-1] / (out[:, :, -1:] + self.eps)
7}
T T‘ out = torch.reshape(out, (B, -1, H, W))
Q K vV
~ - return out
Cost : O(n)
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SANA ‘ Linear attention

-o- Softmax Attention
-+ RelU Linear Attention

Softmax
Attention

Normalized Attention Score

RelU Linear
Attention

Figure 3: Softmax Attention vs. ReLU Linear Attention. Unlike softmax attention, ReLl
sharp attention distributions due to a lack of the non-linear similarity function. Thus, its locz

EfficientViT: Multi-Scale Linear Attention for High-Resolution Dense Prediction

-0 NAVER Al LAB
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SANA ‘ Linear attention

-»- Softmax Attention
-+ RelU Linear Attention

® 1.0
. g ¢ . *‘ ."lfll I\I\.

Softmax
Attention
ks

RelLU Linear
Attention

Normalized Attention Score

Figure 3: Softmax Attention vs. ReLU Linear Attention. Unlike softmax attention, ReLU linear attention cannot produce
sharp attention distributions due to a lack of the non-linear similarity function. Thus, its local information extraction ability

is weaker than the softmax attention.

local information 3= 50| IH0{2l,

=L

,» NAVER Al LAB

Mix-FFN

I

1 x 1 ConvLayer

[ ReLu |

3 x 3 ConvLayer

T depth-wise conv

1 x 1 ConvLayer

I

Linear Attention
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SANA ‘ Linear attention

Standard Conv

4 e i e
Lo i . Fd A
p - e S R SR G DS
P . 7 7
W T S S el
. £ . L >
L r.d i Fd
v

+0 NAVER Al LAB
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Standard Conv Depth-wise Conv
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SANA ‘ Text encoder Summary ) NAVER Al LAB

 Motivation
« LLMO|{ ZOoL|%t
e How

» last layer of features of the Gemme-2
» Useful tricks

RMS Norm after the text encoder.
 normalizes the variance to 1.0
small learnable scale factor multiply to text emb

<Complax Human Instruction= <User Prompt> * 0 : 0 1
( |, — « Complex Human Instruction (CHI)
» simple caption -> detailed caption
Time Emb

pry— ! scale=1.0 dscale=0.01

v A . 25

pesp *:;j; £ g 225

st B = Y V™
Linear DiT (N x Blocks) FID comparison (steps) CLIP score comparison (steps)

Figure 6: Ablation study of whether using text
embedding normalization and small scale factor.

>



SANA ‘ Text encoder +0 NAVER Al LAB

TEAI=RIBRYEIRIE T, FEMAzKiN

L. Wearing == flying on the i inthe ZLRZ/\AMABEAS THE T, BiSERE

Figure 13: Visualization of zero-shot language transfer ability. Our Sana only has English prompts
during training but can understand Chinese/Emoji during inference. This benefits from the general-
ization brought by the powerful pre-training of Gemma-2.

Table 13: Comparison of various T5 models and Gemma models based on speed and parameters. Table 9: Comparison of different Text-Encoders. All models are tested with an A100 GPU with
The sequence length (Seq Len) is the number of text tokens. FP16 precision. Gemma-2B models achieve better performance than T5-large at a similar speed and
comparable performance to the larger, much slower T5-XXL.

Text-Encoder #Params (M) Latency(s) FID| CLIP?

Text Encoder Batch Size SeqLen Latency(s) Params (M)

L L2 il T5-XXL 4762 1.61 61 271
T5-large 0.2 341 T5-Large 341 0.17 6.1 26.2
TS-base 32 300 01 110 Gemma2-2B 2614 0.28 6.0 26.9
T5-small 0.0 35 Gemma-2B-IT 2506 0.21 5.9 26.8
Gemma-2b 0.2 2506 Gemma2-2B-IT 2614 0.28 6.1 269
Gemma-2-2b 0.3 2614

‘85 AO| &L,

zero-shot ability7f & M2 .
b4



SANA ‘ Results

Sana-1.6B (1.2s) FLUX-dev (23s) SD3 (4.4s) PixArt-Z (2.7s)

a cyberpunk cat with a neon sign that says "Fast" -

vnoon L om

et

b

Avery detailed and realistic full body photo set of a tall, slim, and athletic Shiba Inu in a
white oversized straight t-shirt, white shorts, and short white shoes.

- —_

Figure 9: Left: Visualization comparison of Sana-1.6B vs FLUX-dev, SD3 and PixArt-3.. The
speed is tested on an A100 GPU with FP16 precision. Right: Quantize Sana-1.6B is deployable on

a GPU laptop generating an 1K x 1K image within 1 seconds.

Sana is locally
deployable on a laptop

) NAVER Al LAB

Summary
* Pixart

- text AHET HF2.
« SD3

- text HHF AFE.
« Sana & FLUX

. bl
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SANA ‘ Results 3 NAVER Al LAB

Table 7: Comprehensive comparison of our method with SOTA approaches in efficiency and
performance. The speed is tested on one A100 GPU with FP16 Precision. Throughput: Measured
with batch=16. Latency: Measured with batch=1 and sampling step=20. We highlight the best,
second best, and third best entries.

Throughput Latency Params
Methods (samples/s) s) (B) Speedup FID| CLIPT GenEvalt DPG*?
512 x 512 resolution
PixArt-a (Chen et al., 2024b) 1.5 1.2 0.6 1.0x 6.14 2755 048 71.6
PixArt-3 (Chen et al., 2024a) 15 1.2 0.6 1.0x 6.34 27.62 0.52 ;
Sana-0.6B 6.7 0.8 0.6 5.0% 5.67 2792 0.64 84.3
Sana-1.6B 3.8 0.6 1.6 2EIPX 5.16 28.19 0.66 85.
1024 x 1024 resolution
LUMINA-Next (Zhuo et al., 2024) 0.12 9.1 2.0 2.8 7.58 26.84 0.46 74.6
SDXL (Podell et al., 2023) 0.15 6.5 2.6 3.5% 6.63 29.03 0.55 74.7
PlayGroundv2.5 (Liet al., 2024a) 021 5.3 2.6 4.9x 6.09 29.13 0.56 75.5
Hunyuan-DiT (Li et al., 2024c¢) 0.05 18.2 1.5 1.2 6.54 28.19 0.63 78.9
PixArt-3 (Chen et al., 2024a) 0.4 27 0.6 9.3x 6.15 28.26 0.54 80.5
DALLE3 (OpenAl, 2023) . . . - . = 0.67 83.5
SD3-medium (Esser et al., 2024) 0.28 4.4 2.0 6.5 11.92 27.83 0.62 84.1
FLUX-dev (Labs, 2024) 0.04 23.0 12.0 1.0x 10.15 2747 0.67 84.0
FLUX-schnell (Labs, 2024) 0.5 2.1 12.0 11.6% 7.94 28.14 0.71 84.8
Sana-0.6B 1.7 0.9 0.6 39.5x 5.81 28.36 0.64 83.6
Sana-1.6B 1.0 1.2 1.6 234 5.76 28.67 0.66 84.8

e
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Table 10: Comparison of SOTA methods on GenEval with details. The table includes different
metrics such as overall performance, single object, two objects, counting, colors, position, and color

attribution.

Model Params (B) ‘ Overall 1 Dhjects Counting Colors Position Color
Single Two Attribution

512 %512 resolution
PixArt-« 0.6 0.48 098 0.50 0.44 0.80 0.08 0.07
PixArt-X 0.6 0.52 098 0.59 0.50 0.80 0.10 0.15
Sana-0.6B (Ours) 0.6 0.64 099 0.71 0.63 0.91 0.16 0.42
Sana-1.6B (Ours) 0.6 0.66 099 0.79 0.63 0.88 0.18 0.47
1024 x 1024 resolution
LUMINA-Next (Zhuo et al., 2024) 2.0 0.46 092 046 0.48 0.70 0.09 0.13
SDXL (Podell et al., 2023) 2.6 0.55 098 0.74 0.39 0.85 0.15 0.23
PlayGroundv2.5 (Li et al., 2024a) 2.6 0.56 098 0.77 0.52 0.84 0.11 0.17
Hunyuan-DiT (Li et al., 2024c) 1.5 0.63 097 0.77 0.71 0.88 0.13 0.30
DALLE3 (OpenAl, 2023) - 0.67 096 0.87 0.47 0.83 0.43 0.45
SD3-medium (Esser et al., 2024) 2.0 0.62 098 0.74 0.63 0.67 0.34 0.36
FLUX-dev (Labs, 2024) 12.0 0.67 099 0.81 0.79 0.74 0.20 0.47
FLUX-schnell (Labs, 2024) 12.0 0.71 099 092 0.73 0.78 0.28 0.54
Sana-0.6B (Ours) 0.6 0.64 099 0.76 0.64 0.88 0.18 0.39
Sana-1.6B (Ours) 1.6 0.66 099 0.77 0.62 0.88 0.21 0.47

@



SANA ‘ Results
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Table 11: Comparison of SOTA methods on DPG-Bench and ImageReward with details. The
table includes different metrics such as overall performance, entity, attribute, relation, and other

categories.
Model Params (B) | Overall T Global Entity Attribute Relation Other | ImageReward 1
512 %512 resolution
PixArt-o (Chen et al., 2024b) 0.6 71.6 81.7 80.1 80.4 81.7 76.5 0.92
PixArt-Y (Chen et al., 2024a) 0.6 79.5 87.5 87.1 86.5 84.0 86.1 0.97
Sana-(0.6B (Ours) 0.6 84.3 82.6 90.0 88.6 90.1 91.9 0.93
Sana-1.6B (Ours) 0.6 85.5 90.3 91.2 89.0 88.9 92.0 1.04
1024 %1024 resolution
LUMINA-Next (Zhuo et al., 2024) 2.0 74.6 82.8 88.7 86.4 80.5 81.8 -
SDXL (Podell et al., 2023) 2.6 74.7 83.3 82.4 80.9 86.8 80.4 0.69
PlayGroundv2.5 (Li et al., 2024a) 2.6 75.5 83.1 82.6 81.2 84.1 83.5 1.09
Hunyuan-DiT (Li et al., 2024c¢) 15 78.9 84.6 80.6 88.0 74 .4 86.4 0.92
PixArt-3 (Chen et al., 2024a) 0.6 80.5 86.9 82.9 88.9 86.6 87.7 0.87
DALLE3 (OpenAl, 2023) - 83.5 91.0 89.6 88.4 90.6 89.8 -
SD3-medium (Esser et al., 2024) 2.0 84.1 87.9 91.0 88.8 80.7 88.7 0.86
FLUX-dev (Labs, 2024) 12.0 84.0 82.1 89.5 88.7 91.1 89.4 -
FLUX-schnell (Labs, 2024) 12.0 84.8 91.2 91.3 89.7 86.5 87.0 0.91
Sana-0.6B (Ours) 0.6 83.6 83.0 89.5 89.3 90.1 90.2 0.97
Sana-1.6B (Ours) 1.6 84.8 86.0 21.5 88.9 91.9 90.7 0.99
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Table 14: Comparison of throughput and latency under different resolutions. All models tested on
an A100 GPU with FP16 precision.

Methods Speedup  Throughput(/s) Latency(ms) | Methods Speedup Throughput(/s) Latency(ms)
512512 Resolution | 1024 x 1024 Resolution
SD3 7.6x 1.14 14 SD3 7.0x 0.28 4.4
FLUX-schnell 10.5x 1.58 0.7 FLUX-schnell 12.5x 0.50 2.1
FLUX-dev 1.0x 0.15 79 FLUX-dev 1.0x 0.04 23
PixArt-3 10.3x 1.54 1.2 PixArt-3 10.0x 0.40 2.7
HunyuanDiT 1.5x 0.20 9.1 HunyuanDiT 1.2x 0.05 18
Sana-0.6B 44.5x 6.67 0.8 Sana-(0.6B 43.0x 1.72 0.9
Sana-1.6B 25.6x 3.84 0.6 Sana-1.6B 25.2x 1.01 1.2
2048x2048 Resolution | 4096 x4096 Resolution
SD3 5.0x 0.04 22 SD3 4.0x 0.004 230
FLUX-schnell 11.2x 0.09 10.5 FLUX-schnell 13.0x 0.013 76
FLUX-dev 1.0x 0.008 117 FLUX-dev 1.0x 0.001 1023
PixArt-X 138 0.06 18.1 PixArt-3 5.0x 0.005 186
HunyuanDiT 1.2x 0.01 96 HunyuanDiT  1.0x 0.001 861
Sana-(0.6B 53.8x 0.43 2.5 Sana-(0.6B 104.0x 0.104 9.6
Sana-1.6B 31.2x 0.25 4.1 Sana-1.6B 66.0x 0.066 59
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<Complex Human Instruction> <User Prompt>
4

Givan a user prompt, generale an "Enhanced prompl”
that provides detailed visual descriptions suitable for
image generation. Evaluate the level of detail in the
user prompd.

I the promgl is simpla, Tocus on adding specifics
about colors, shapes, sizes, lexiures, and spatia

concrels Scenas.

Examples of how 1o transform or refine prompts:

- User Promgt: A cat slpaping - Enhanced; A small,

fhutty white c. d up in & round shape, sleeping

peacafully on a

pots of blooming res

Please generale or va enhanced descriplion for the

promipt below and aveid including any additional

commaentary or evaluations:

User Prompt: A cyberpunk cat with a
neon sign that says "SANA" .

'

——> Small LLM

Time Emb

Au

Deep
Compression
toEncoder (32x)

Pos Emb :--X-

v
£
g & g
b @ e
> u:"E"".E
=
5 o =

Linear DiT (N x Blocks)

(a). Architecture overview of our Sana.

) NAVER Al LAB

Linear Attention

nxd

nxd

( MatMul )

Ll"|)u1 ded

( MatMul

Y
dxn

( n(jl:u ] [ Rewu )

Y
nxd dxn

[
nxd

[ Linear ] [ Linear] [ Linear]

|

Q K

Cost : O(n)

Mix-FFN

1

[ 1 x 1 ConvLayer ]

RelLU

[ 3 x 3 ConvlLayer ]
N

[ 1 x 1 ConvLayer ]

I

(b). Linear DiT Module.
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Visual AutoRegressive Modeling (VAR)

+ Scalable Image Generation via Next-Scale Prediction with code

NAVER Al Lab, Generation research

Uzs

https://github.com/taki0112

-& NAVER Al LAB

https://github.com/taki0112/pseudo_var
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[bs, 512]
GAN
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Intro VAR

#2014 ~ 2016
. Unconditional generation
« GANs

. Diverse loss

. Conditional generation
« ACGAN

. Multi-task discriminator
. Projection discriminator

#2017 ~ 2018
. Progressive GAN
. Progressive training

. BigGAN
* Conditional batch normalization
 Large scale
*  Truncation trick

. StyleGAN
. Disentangle the latent space with mapping layer
«  Style Mixing (determine the coarse, middle, fine style)
*  Amodule = Global aspects
. B module = Local aspects
. Truncation trick

& NAVER Al LAB

#2019 ~ 2020
. StyleGAN2

«  StyleGAN + Weight modulation + Lazy regularization.

. DiffAugment
*  Prevent the overfitting in a discriminator.
*  Apply the differentiable augmentation to generator & discriminator.

« ADA
. Prevent the overfitting in a discriminator.
«  Apply the adaptively augmentation to generator & discriminator.

# 2014 ~ 2020: Techniques

. Consistency regularization
«  CR-GAN: augmented real images for discriminator.
*  bCR-GAN: augmented real & fake images for discriminator.

«  zCR-GAN: augmented latent codes for generator & discriminator.
+ ICR-GAN: bCR +zCR

. FSMR: Feature Statistics Mixing Regularization
* Reduce style-bias in discriminator.

. GGDR: Generator Guided Discriminator Regularization
. Dense supervision for discriminator.

1%
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VAR

DDIM a = DDPM &
Xt = /&, Xo + /1 — aze (Forward)
€ — eg(x;) = € — €g(/o, X0 + /1 — ay€) (Loss)

o €y = prediction network

X — 1 — oygep(x
X1 = waz—1( ‘ N t€o t)) +41—a —af - €9(x¢) +3:¢; (Reverse)
t

N r

'

direction pointing to x; nowse

predicted xo=fs (%)

o deterministic when o; = 0 = consistency

Denoising diffusion implicit models (DDIM)
ICLR 2021

-0 NAVER Al LAB

®
2020 NeurlPS 2020

Denoising diffusion probabilistic models (DDPM)

o X, = \/O;Xo + /1 — Gie, € ~ N(O,I) (Forward)
o By =104 Br =0.02
o ap:=1-— & := Hf;:1as
o € — ep(x¢) =€ — eg(\/A@Xo + /1 — Gt€) (Loss)
o ¢y = prediction network
* %= ﬁ (xt - \/l%ﬁlea(x"t)) + \/Eze, € ~ N(0,I) (Reverse)

2 1-Gpy
o = —
61 1—day

v B, = B2 SE MsEto] 8le

@ >
NeurlPS 2021 2022

Diffusion Models Beat GANs on Image Synthesis

Xt

X1

sVlogpg (v1xt)
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lit PixelDance (8 GEN-1
@Emgvmm Pika Pika YOUtU be

Recurrent

o LRI ‘World Model 5 IMAGEN VIDEO [J8 GEN-2 M
WF o & i « The recipe of GANs
| G « 2014 ~2020 GANs ZE! 9171 QoF (7|2 ~ Alg}
—— —— —— ' &—s
Q s | Goriie: @oaiis * The diffusion theory
fi) GAN SR DCCAN & StyleGAN2 DALL.E G imagen () cogView2 . N T -
o) o)  [gwma) O B - diffusionZ O[sl{st7| @2t O|E (7]2)
i « ; « The applications of diffusion
Diffusion ® TeXt—tO—image E% _+_7H (}Elﬁl')
(>4 years)

https://github.com/taki0112/pseudo_var

https://github.com/taki0112/diffusion-pytorch 15


https://youtu.be/vZdEGcLU_8U
https://youtu.be/jaPPALsUZo8
https://youtu.be/Z8WWriIh1PU

Intro VAR

|

- - > ::_' e © O .

| — a 03B 1B 2B 5B

— = AR(VQGAN

- ——a = (VQ ). §
=
2 i ARRQ) -§
C’g Gigagan —@ T
- RCG B
= DiT
=
i) VAR (ours)

-0 NAVER Al LAB

‘J
|

|
|

FID lower bound 1.78 (val set)
0.1s 1 sec 10s 1 min

Inference Time (sec / image)

Figure 3: Scaling behavior of different models on

The FID of the validation set serves as a reference lower
bound (1.78). VAR with 2B parameters reaches FID

Figure 1: Generated samples from Visual AutoRegressive (VAR) transformers trained on ImageNet. We  1.80, surpassing L-DiT with 3B or 7B parameters.
show 512512 samples (top), 256 X256 samples (middle), and zero-shot image editing results (bottom).

e =inl

)

A
(o)

=
1<)

A, ofEf0]E| H]E|

conditional image generation (not text)

ImageNet 256 X256 conditional generation benchmark.
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Intro | VAR
4
* Preliminaries (Residual Vector Quantization)
* VQVAE Trainivg
—<
* VAR Traiving

* VAR Iwference

N ——

https://github.com/taki0112/pseudo_var

.9 NAVER Al LAB
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* Flatten all pixels

224 px

24 px

C|ose-up view of pixe|s (size 4x4)
with three channels RGB

-0 NAVER Al LAB
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* Flatten all pixels

224 px
— —_— 224 x 224 x 3 . .
4 - * Spatial locality A
s —. > Do - EEm - * 1D sequence= HIR
Y all pinels _s +oken * No generalization
B * Zero-shot task 2t
C|ose-up view of pixe|s (size 4x4) -
with three channels RGB
\
[ |
* Naive

N

Long—r'a.n?e_
Interactions



Motivation | 7IZ AR 2% .\ NAVER Al LAB

* Flatten all pixels
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* Flatten all pixels

\

224 px
- ‘——_= 224 x 2249 x 3
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12 13 14 15
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|
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* Spatial locality FA|
* 1D sequenceZ HIY A

* No generalization
* Zero-shot task 2%

* No efficiency
*2 L= £

* No scalability
* L2 Ol ol ATt
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* Multi-scale approach
* Efficiency
* Scalability

* Generalization
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‘ Preliminaries: VQVAE
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‘ Preliminaries: VQVAE
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‘ Preliminaries: VQVAE
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Stage 1: Training multi-scale VQVAE on images
(to provide the ground truth for Stage 2’s training )

Stage 2: Training VAR transformer on tokens
(15! means a start token w/ or w/o condition information)

K

P(7e | 14 e Tiemq ),
k=1

where p(rp) = 6(/5]).

A J

VAE encoding Multi-scale quantization & Embedding Decoding VAR next-scale prediction from |5/

40



Method ‘ VAR Overview .\ NAVER Al LAB

Stage 1: Training multi-scale VQVAE on images
(to provide the ground truth for Stage 2’s training )

Stage 2: Training VAR transformer on tokens
(15! means a start token w/ or w/o condition information)

K

P(7e | 14 e Tiemq ),
k=1

where p(rp) = 6(/5]).

.
>

VAR next-scale prediction from [=]

4



Method ‘ VAR Overview .\ NAVER Al LAB

Stage 1: Training multi-scale VQVAE on images
(to provide the ground truth for Stage 2’s training )

Stage 2: Training VAR transformer on tokens
(15! means a start token w/ or w/o condition information)

K

p( 4% | Ty o T ),
k=1

r

VAE encoding Multi-scale quantization & Embedding Decoding VAR next-scale prediction from [5]

patch: [1,2,3, ..., 16]

212 pos [N

bs, 1™, 1024

where p(rp) = 6(/5]).
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‘ VAR Overview
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(to provide the ground truth for Stage 2’s training )
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Stage 2: Training VAR transformer on tokens

(15! means a start token w/ or w/o condition information)
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Stage 1: Training multi-scale VQVAE on images
(to provide the ground truth for Stage 2’s training )

Stage 2: Training VAR transformer on tokens
(15! means a start token w/ or w/o condition information)
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Method | VQVAE Training

Algorithm 1: Multi-scale VQVAE Encoding

1 Inputs: raw image im;

2 Hyperparameters: steps K, resolutions
(hi, Wi ) ke

3 f=E(@Em),R=[];

4 fork=1,---,Kdo

rr = Q(interpolate( f, hr, wr));

R = queue_push(R, rx);

zr = lookup(Z, rr);

zx, = interpolate(zx, hi, Wk );

f=Ff—ér(z);

10 Return: multi-scale tokens R;

e -1 &

=

[ =]

-~ =™ ot R W

L - ]

10

Algorithm 2: Multi-scale VQVAE Reconstruction

Inputs: multi-scale token maps R;
Hyperparameters: steps K, resolutions
(P, we )kK=1 ;
f=0
fork=1,--- ,Kdo
T, = queue_pop(R);
zr = lookup(Z, i );
2z = interpolate(zx, hi, Wk );
| f=7F+o(z);
im = D(f);
Return: reconstructed image im;

k1

% NAVER Al LAB

sz1+k2+k3
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Algorithm 2: Multi-scale VQVAE Reconstruction

Inputs: multi-scale token maps R;
Hyperparameters: steps K, resolutions
(P, we )kK=1 ;
f=0
fork=1,--- ,Kdo
rr = queue_pop(R);
zr = lookup(Z, i );
2z = interpolate(zx, hi, Wk );
| f=7F+o(z);
im = D(f);

Return: reconstructed image im;
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Algorithm 1: Multi-scale VQVAE Encoding

1 Inputs: raw image im;
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rr = Q(interpolate( f, hr, wr));

R = queue_push(R, rx);

zr = lookup(Z, rr);

zx, = interpolate(zx, hi, Wk );

f=f— or(zk);

10 Return: multi-scale tokens R;

e ~1 & h

=

for k in patch_K:

[ =]

-~ =™ ot R W

L - ]

10

Algorithm 2: Multi-scale VQVAE Reconstruction

Inputs: multi-scale token maps R;
Hyperparameters: steps K, resolutions
(hk , W )f:l 5
f=0
fork=1,--- ,Kdo
T, = queue_pop(R);
zr = lookup(Z, i );
2z = interpolate(zx, hi, Wk );
| f=7F+o(z);
im = D(f);
Return: reconstructed image im;

k1
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Algorithm 1: Multi-scale VQVAE Encoding Algorithm 2: Multi-scale VQVAE Reconstruction 7
1 Inputs: raw image im; 1 Inputs: multi-scale token maps R; s
» Hyperparameters: steps K, resolutions 2 Hyperpar:meters: steps K, resolutions
(hk:wk){c{:l; A(hkﬂwk)k=1; J
3 f=E(@Em),R=[]; 3 f=0;
4 fork=1,---,Kdo s fork=1,.-- ,Kdo k,
5 rr = Q(interpolate( f, hr, wr)); 5 1, = queue_pop(R);
6 R = queue_push(R, r«); 6 zi, = lookup(Z, i );
7 zr, = lookup(Z, r1); 7 2k = }nterpolate(zk, hi, WK);
8 zx, = interpolate(zx, hi, Wk ); 8| = fﬂ+ ok (2r); N
9 f=7F—ér(z); 9 im = D(f); k1 z~ky+k;+k;3
10 Return: multi-scale tokens R; 10 Return: reconstructed image im;
Codebook <
Uearnes (jur‘:na GAN ‘t(‘a'm'm&)
20 ‘ ||
for k in patch_K: S L
E
1 3
f 6 >
) 7
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Method | VQVAE Training

Algorithm 1: Multi-scale VQVAE Encoding Algorithm 2: Multi-scale VQVAE Reconstruction

ke

% NAVER Al LAB

sz1+k2+k3

1 Inputs: raw image im; 1 Inputs: multi-scale token maps R;
» Hyperparameters: steps K, resolutions 2 Hyperpar:meters: steps K, resolutions
(i, wr)k=1; (Pkes Wi )je=13
3 f=E(@Em),R=[]; 3 f=0;
4 fork=1,--- ,Kdo sfork=1,--- ,Kdo
5 rr = Q(interpolate( f, hr, wr)); 5 . = queue_pop(R);
6 R = queue_push(R, r«); 6 zi, = lookup(Z, i );
7 zx = lookup(Z, r1); 7 2k = }nterpolate(zk, hi,wk);
8 zy, = interpolate(zx, hx, Wk ); s | f=F+ br (2k);
? f=7f—or(zx); 9 im = D(f);
10 Return: multi-scale tokens R; 10 Return: reconstructed image im;
Codebook <
Uearnes Jur‘ina GAN ‘t(‘a'm'm&)
- |
for k in patch_K: e —
B . ; .
' 6
) 7 |
f fr Tk Zy

v
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Algorithm 1: Multi-scale VQVAE Encoding Algorithm 2: Multi-scale VQVAE Reconstruction

1 Inputs: raw image im; 1 Inputs: multi-scale token maps R;

» Hyperparameters: steps K, resolutions 2 Hyperparameters: steps K, resolutions
(i, wr)k=1; (b, )=

3 f=E(m),R=[]; 3 f=0;

s fork=1,---,K do 4 fork=1,.--- ,Kdo

5 rr = Q(interpolate( f, hy, wi)); s rx = queue_pop(R);

6 R = queue_push(R, ri); 0 zk = lookup(Z, 7);

y 21, = lookup(Z, 71); 7 2k = lnterpolate(zk, hi,Wk);

8 zi_= interpolate(z, hx , Wk ); 8 f=F+on(zx);

9 f=1Ff—¢rz); 9 im = D(f);

10 Return: multi-scale tokens R; 10 Return: reconstructed image im;

Codebook <

Uearnes Jur“ma GAN ‘tm;n‘m&)

patch: [1,2,3, ..., 16]

50
for k in patch_K: =
— .  ImiE
7
"~ area bicubic
f fr r Zj
16x16x32 PXPX32 PXpX1 PXPX32

b (zy)

16X16x32
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Method | VQVAE Training

Algorithm 1: Multi-scale VQVAE Encoding

Algorithm 2: Multi-scale VQVAE Reconstruction

1 Inputs: raw image im; 1 Inputs: multi-scale token maps R;

2 Hyperparameters: steps K, resolutions
(hi, wk)f:l;

[ =]

Hyperparameters: steps K, resolutions
(P, we )kK= 15

3 f=E(m),R=[]; 3 f=0;

4 fork=1,--- ,K do 4 fork=1,.--- ,Kdo

5 rr = Q(interpolate( f, hy, wi)); s rx = queue_pop(R);

6 R = queue_push(R, rk); 6 2k = !OORUP(Zs Tk);

y 21, = lookup(Z, 71); 7 2k = lnterpolate(zk, hi,wk);
8 | 2 = interpolate(2x, hi,wk); 8 | f=17F+k(zx);

9 | f=f—r(z); 9 im = D(f);

10 Return: multi-scale tokens R; 10 Return: reconstructed image im;

Codebook <

Uearnes Jur‘ma GAN ‘tm;n}n&)

patch: [1,2,3, ..., 16]

-0 NAVER Al LAB

sz1+k2+k3

20
for k in patch_K: -
- i 3 '-4_:: o 25 =‘.I
— 1 |e| ——Bients
7
" area bicubic
f [k T Zy
16x16x32 PXPX32 PXpX1 PXPX32

b (zy)

16X16x32

[ — di(z)
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-0 NAVER Al LAB

sz1+k2+k3

Algorithm 1: Multi-scale VQVAE Encoding Algorithm 2: Multi-scale VQVAE Reconstruction
1 Inputs: raw image im; 1 Inputs: multi-scale token maps R;
2 Hyperparameters: steps K, resolutions 2 Hyperpar;meters: steps K, resolutions
(hi, wk)f:l; A(hhwk)k:l;

3 f=E@Em),R=; 3 f=0;

4 fork=1,--- ,Kdo sfork=1,--- ,Kdo

5 rr = Q(interpolate( f, hi, wi)); s Tr = queue_pop(R);

6 R = queue_push(R, rx); 0 Zh = !OORUP(Z ) Tk)>

y 21, = lookup(Z, 71); 7 2k = lnterpolate(zk, hi,wk);

8 zj, = interpolate(zy, hx, Wk ); s | f=F+ Or (2k);

o | f=F—¢r(z); 9 im = D(f);
10 Return: multi-scale tokens R; 10 Return: reconstructed image im;

Codebook <
Uearned during AN training)
patch: [1,2,3, ..., 16] : = .
zq f
for k in patch_K: —
Z|
- E 3 ST ” | y
— 116 - "
7
" area bicubic
f fr Tk Zy, b1 (zk)
16x16x32 PXPX32 PXpPX1 PXPX32 16x16x32

[ — di(z)

16X16X322
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Algorithm 1: Multi-scale VQVAE Encoding Algorithm 2: Multi-scale VQVAE Reconstruction
1 Inputs: raw image im; 1 Inputs: multi-scale token maps R; X
2 Hyperparameters: steps K, resolutions 2 Hyperpar;meters: steps K, resolutions g
(hi, wk)f:l; A(hhwk)k:l;

3 f=E@Em),R=; 3 f=0;

4 fork=1,--- ,Kdo sfork=1,--- ,Kdo

5 rr, = Q(interpolate(f, hx, wi)); 5 1, = queue_pop(R);

6 R = queue_push(R, rx); 0 Zh = !OORUP(Z ) Tk)>

y 21, = lookup(Z, 71); 7 2k = lnterpolate(zk, hi,wk);

8 zj, = interpolate(zy, hx, Wk ); s | f=F+ Or (2k); o

o | f=F—on(m) s it = D); z~ky+ky+ks
10 Return: multi-scale tokens R; 10 Return: reconstructed image im;

Codebook <
Uearned during AN training)
patch: [1,2,3, ..., 16] : = . -«
z, f
for k in patch_K: —
: VAR Input
- : 3 ST ” | y
= 25 %5 3y 3 T i
7
~ area bicubic

f [k Ty Zy b (zy) [ — di(z)

16x16Xx322 PXPX32 PXpPX1 PXPX32 16x16x32 16x16X32 52
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| VQVAE Training

Algorithm 1: Multi-scale VQVAE Encoding

1 Inputs: raw image im;

2 Hyperparameters: steps K, resolutions
(hk: wk){c{zl;

3 fF=E(m). R=];

4 fork=1,---,Kdo

rr = Q(interpolate( f, hr, wr));

R = queue_push(R, rx);

zr = lookup(Z, rr);

2y, = interpolate(zx, hx, wk);

f=f— or(zk);

10 Return: multi-scale tokens R;

e ~1 & h

=

Algorithm 2: Multi-scale VQVAE Reconstruction

1 Inputs: multi-scale token maps R;
2 Hyperparameters: steps K, resolutions
(P, we )kK=1 ;
N
fork=1,--- ,Kdo
T, = queue_pop(R);
zr = lookup(Z, i );
2z = interpolate(zx, hi, Wk );
| f=F+ (2
im = D(f);

10 Return: reconstructed image im;

Moee -1 & i R W

resize -> 16x16@

I se0 [ [ 71 [}

% NAVER Al LAB

sz1+k2+k3

k
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Method | VQVAE Training

Algorithm 1: Multi-scale VQVAE Encoding

1 Inputs: raw image im;

2 Hyperparameters: steps K, resolutions
(hky Wi k=13

3 f=E@Em),R=[;

4 fork=1,--- ,Kd

rr = Q(interpolate( f, hr, wr));

R = queue_push(R, ri);

zr, = lookup(Z, r1);

2y, = interpolate(zx, hx, wk);

f=Ff—¢r(z);

10 Return: multi-scale tokens R;

e ~1 & h

L]

VQVAE

Algorithm 2: Multi-scale VQVAE Reconstruction
1 Inputs: multi-scale token maps R;
2 Hyperparameters: steps K, resolutions
(hk , W )kK= 1 5
3 f=0;
4 fork=1,--- ,Kdo

T = queue_pop(R);
zr = lookup(Z, i );

& tn

7 2z = interpolate(zx, hi, Wk );
s | f=F+d(z);
9 im = D(f);

10 Return: reconstructed image im;

* Loss

k1

.9 NAVER Al LAB

sz1+k2+k3

[le — &[° + ||sg[E(x)] — zqll; + llsglzq] — E(2)l;

* codebook

* encoder
(reg)
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Code VQVAE Training

def vqvae_training(img, patch_nums):
# hyper-parameter
codebook_num = 4096
codebook_dim = 32
codebook = nn.Embedding(codebook_num, codebook_dim)

# encode
latent = vqvae_encode(img) # [batch_size, 32, 16, 16]
f_hat = get_fhat(f=latent, codebook=codebook, patch_nums=patch_nums)

# recon

recon_img = vqvae_decode(f_hat)

# loss

perceptual_loss = @

discriminative_loss = @

loss = mse_loss(latent, f_hat) + mse_loss(img, recon_img) + perceptual_loss + discriminative_loss

return loss

-0 NAVER Al LAB

def get_fhat(f, codebook, patch_nums):
batch_size = f.shape[@]
codebook_dim = codebook.weight.shape[-1]

origin_size = patch_nums[-1]

# init
f_hat = @

for pk in patch_nums:
fk = resizelf, pk, mode='area').permute(®, 2, 3, 1l).view(-1, codebook_dim) # [batch_size * pk * pk, codebook_dim]

rk = get_idx_with_codebook(fk, codebook).view([batch_size, pk, pkl) # R.append(rk)
zk = codebook({idx).permute(@, 3, 1, 2) # [bs, codebook_dim, pk, pkl
zk = resize(zk, origin_size, mode='bicubic')

zk = phi_conv(zk) # resize error 22

f_hat += zk # for recon
f -= zk # for next token

return f_hat

56



Code

def vqvae_training(img, patch_nums):

# hyper-parameter
codebook_num = 4096
codebook_dim = 32

VQVAE Training

codebook = nn.Embedding(codebook_num, codebook_dim)

# encode

latent = vqvae_encode(img) # [batch_size, 32, 16, 16]
f_hat = get_fhat(f=latent, codebook=codebook, patch_nums=patch_nums)

# recon

recon_img = vqvae_decode(f_hat)

# loss
perceptual_loss = @
discriminative_loss = @

loss = mse_loss(latent, f_hat) + mse_loss(img, recon_img) + perceptual_loss + discriminative_loss

return loss

Latent
representation

A
2l —>

= {

Vector

Quantized

representation /

—|2a

Quontization

4

Decoder

&

-0 NAVER Al LAB

def get_fhat(f, codebook, patch_nums):
batch_size = f.shape[@]
codebook_dim = codebook.weight.shape[-1]

origin_size = patch_nums[-1]

# init
f_hat = @

for pk in patch_nums:
fk = resizelf, pk, mode='area').permute(®, 2, 3, 1l).view(-1, codebook_dim) # [batch_size * pk * pk, codebook_dim]

rk = get_idx_with_codebook(fk, codebook).view([batch_size, pk, pkl) # R.append(rk)
zk = codebook({idx).permute(@, 3, 1, 2) # [bs, codebook_dim, pk, pkl
zk = resize(zk, origin_size, mode='bicubic')

zk = phi_conv(zk) # resize error 22

f_hat += zk # for recon
f -= zk # for next token

return f_hat

S * Loss
I: =) 9 > "
—=> x| |l — Z[|" + [|sg[E(z)] — 24 + [|59[2q] — E(@)|[5
b PR
Reconstructed * dlk];j:;i[ * codebook : e(r:'(écécier
Innau&fg
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Code VQVAE Training

def vqvae_training(img, patch_nums):
# hyper-parameter ’
codebook_num = 4096 -7
codebook_dim = 32 -7
codebook = nn.Embedding(codebook_num, codebook_dim) -

# encode -
latent = vqvae_encode(img) # [batch_size, 32, 16, 16] e
f_hat = get_fhat(f=latent, codebook=codebook, patch_nums=patch_nums) <

# recon S

recon_img = vqvae_decode(f_hat) \\\\

# loss S
perceptual_loss = @ R

discriminative_loss = @
loss = mse_loss(latent, f_hat) + mse_loss(img, recon_img) + perceptual_loss + discriminative_loss

return loss

-0 NAVER Al LAB

_ def get_fhat(f, codebook, patch_nums):
batch_size = f.shape[@]
codebook_dim = codebook.weight.shape[-1]

origin_size = patch_nums[-1]

# init
f_hat = @

for pk in patch_nums:
fk = resizelf, pk, mode='area').permute(®, 2, 3, 1l).view(-1, codebook_dim) # [batch_size * pk * pk, codebook_dim]

rk = get_idx_with_codebook(fk, codebook).view([batch_size, pk, pkl) # R.append(rk)
zk = codebook({idx).permute(@, 3, 1, 2) # [bs, codebook_dim, pk, pkl
zk = resize(zk, origin_size, mode='bicubic')

zk = phi_conv(zk) # resize error 22

f_hat += zk # for recon
f -= zk # for next token

\\ return f_hat

5%



Code

def vqvae_training(img, patch_nums):

VQVAE Training

# hyper-parameter

codebook_num = 4096

codebook_dim = 32

codebook = nn.Embedding(codebook_num, codebook_dim)

# encode
latent = vqvae_encode(img) # [batch_size, 32, 16, 16]
f_hat = get_fhat(f=latent, codebook=codebook, patch_nums=patch_nums)

# recon

recon_img = vqvae_decode(f_hat)
# loss

perceptual_loss = @
discriminative_loss = @

loss = mse_loss(latent, f_hat) + mse_loss(img, recon_img) + perceptual_loss + discriminative_loss

return loss

for k in patch_K:

-0 NAVER Al LAB

def get_fhat(f, codebook, patch_nums):

batch_size = f.shape[@]
codebook_dim = codebook.weight.shape[-1]
origin_size = patch_nums[-1]

# init
f_hat = @

for pk in patch_nums:
fk = resizelf, pk, mode='area').permute(®, 2, 3, 1l).view(-1, codebook_dim) # [batch_size * pk * pk, codebook_dim]

rk = get_idx_with_codebook(fk, codebook).view([batch_size, pk, pkl) # R.append(rk)
zk = codebook{idx).permute{®, 3, 1, 2) # [bs, codebook_dim, pk, pkl
zk = resize(zk, origin_size, mode='bicubic')

zk = phi_conv(zk) # resize error 22

f_hat += zk # for recon
f -= zk # for next token

return f_hat

v
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_ def get_fhat(f, codebook, patch_nums):

def vqvae_training(img, patch_nums): I
# hyper-parameter /,' batch_size = f.shape[@]
A codebook_dim = codebook.weight.shape[-1]
codebook_num = 4096 e Sami
v origin_size = patch_nums[-1]
codebook_dim = 32 e
codebook = nn.Embedding(codebook_num, codebook_dim) R # init
// f_hat = @
# encode - .
" g // for pk in patch_nums:
latent = uqvae_encode(lmg) # [batch_size, 32, 16, 16] // fk = resizelf, pk, mode='area').permute(®, 2, 3, 1l).view(-1, codebook_dim) # [batch_size * pk * pk, codebook_dim]
f_hat = get_fhat(f=latent, codebook=codebook, patch_nums=patch_nums) <_
S rk = get_idx_with_codebook(fk, codebook).view([batch_size, pk, pkl) # R.append(rk)
# recon R
3 AN zk = codebook{idx).permute{@,\3, 1, 2) # [bs, codebook_dim, pk, pkl]
recon_img = quae_decode(f_hat} \\ zk = resize(zk, origin_size, myde='bicubic')
\\ zk = phi_conv(zk) # resize erro\ 22
# loss AN
perceptual_loss = @ . T_hat 4= Zk # for recon
3 G 3 it N f == zk # for next token
discriminative_loss = @ Sao
loss = mse_loss(latent, f_hat) + mse_loss(img, recon_img) + perceptual_loss + discriminative_loss S~ _ return f_hat

return loss

Codebook =
earned olur"ma &GAN tr‘a}n‘.n&'ﬁ

patch: [1,2,3, ..., 16]

-
0 def get_idx_with_codebook(rk, codebook):
for k in atCh K, I =i distances = F.pairwise_distance(rk.unsqueeze(1l), codebook.weight.data.unsqueeze(®)) # [N, 1, C], [1, V, C] -= [N, V]
p R ; idx = torch.argmin(distances, dim=1)
2] return idx
R i
DR i
KN 1
: 3
: 6
——————— :
7
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Code

def vqvae_training(img, patch_nums):

# hyper-parameter
codebook_num = 4096
codebook_dim = 32

VQVAE Training

codebook = nn.Embedding(codebook_num, codebook_dim)

# encode

latent = vqvae_encode(img) # [batch_size, 32, 16, 16]
f_hat = get_fhat(f=latent, codebook=codebook, patch_nums=patch_nums) <

# recon

recon_img = vqvae_decode(f_hat)

# loss
perceptual_loss = @
discriminative_loss

loss = mse_loss(latent, f_hat) + mse_loss(img, recon_img) + perceptual_loss + discriminative_loss

return loss

patch: [1,2,3, ..., 16]

for k in patch_K:

0

Codebook =
earned olur'ms &GAN tm:n‘.n?')

Zp

24

i

fk

_ def get_fhat(f, codebook, patch_nums):

batch_size = f.shape[@]

codebook_dim = codebook.weight.shape[-1]

origin_size = patch_nums[-1]

# init
f_hat = @

for pk in patch_nums:

fk = resizelf, pk, mode='area').permute(®, 2, 3, 1l).view(-1, codebook_dim) # [batch_size * pk * pk, codebook_dim]

rk = get_idx_with_codebook(fk, codebook).view([batch_size, pk, pkl) # R.append(rk)

zk = codebook({idx).permute(@, 3, 1, 2) # [bs, codebook_dim, pk, pkl

zk = resizelzk, origin_size, mode='bicubic')
zk = phi_conv(zk) # resize error 22

f_hat += zk # for recon
f -= zk # for next token

~
S~ return f_hat

v
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Code

def vqvae_training(img, patch_nums):

# hyper-parameter

codebook_num
codebook_dim
codebook = nn.Embedding(codebook_num, codebook_dim)

# encode
latent =

vqvae_encode(img) # [batch_size, 32, 16, 16]

= 4096
32

VQVAE Training

f_hat = get_fhat(f=1latent, codebook=codebook, patch_nums=patch_nums) <]

# recon

recon_img

# loss

vgvae_decode(f_hat)

perceptual_loss = @
discriminative_loss = @

loss = mse_loss(latent, f_hat) + mse_loss(img, recon_img) + perceptual_loss + discriminative_loss

return loss

patch: [1,2,3, ..., 16]

for k in patch_K:

Codebook =
earned olur'ms &GAN tm:n‘.nﬁ'ﬁ

Zp

24

Z

_ def get_fhat(f, codebook, patch_nums):
P

batch_size = f.shape[@]

codebook_dim = codebook.weight.shape[-1]

origin_size = patch_nums[-1]

# init
f_hat = @

for pk in patch_nums:

fk = resize(f, pk, mode='area').permute(®, 2, 3, 1l).view(-1, codebook_dim) # [batch_size * pk * pk, codebook_dim]

rk = get_idx_with_codebook(fk, codebook).view([batch_size, pk, pkl) # R.append(rk)

zk = codebook({idx).permute(@, 3, 1, 2) # [bs, codebook_dim, pk, pkl
resize(zk, origin_size, mode='bicubic')

zk

zk = phi_conv(zk) # resize error 22

f_hat += zk # for recon
f -= zk # for next token

~
~
~o return f_hat

v
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_ def get_fhat(f, codebook, patch_nums):
P

def vqvae_training(img, patch_nums): e
# hyper-parameter /,’ batch_size = f.shape[@]
A codebook_dim = codebook.weight.shape[-1]
codebook_num = 4096 P g
) L. origin_size = patch_nums[-1]
codebook_dim = 32 e
codebook = nn.Embedding(codebook_num, codebook_dim) R # init
e f_hat = 0

.
% Encone ’/ for pk in patch_nums:
latent = quae_encodetlmg] # [batch_size, 32, 16, 16] /’ fk = resize(f, pk, mode='area').permute(®, 2, 3, 1l).view(-1, codebook_dim) # [batch_size * pk * pk, codebook_dim]
f_hat = get_fhat(f=latent, codebook=codebook, patch_nums=patch_nums) <_

\\\ rk = get_idx_with_codebook(fk, codebook).view([batch_size, pk, pkl) # R.append(rk)
# recon AN
: 3 del(f hat) e zk = codebook({idx).permute(@, 3, 1, 2) # [bs, codebook_dim, pk, pkl

recon_img = vqvae_decode(f_hat Se

7
L]
=
n

resize(zk, origin_size, mode='bicubic')

So zk = phi_conv(zk) # resize error 22
# loss AN
perceptual_loss = @ Sao f_hat += zk # for recon N
. i . RS f -= zk # for next token -
discriminative_loss = @ Sao —
loss = mse_loss(latent, f_hat) + mse_loss(img, recon_img) + perceptual_loss + discriminative_loss S~ return f_hat

return loss

Codebook =
earned olur'ms &GAN tm:n‘.nﬁ'ﬁ

patch: [1,2,3, ..., 16]
G

)

for k in patch_K:

B ey

=]

1

[ — dr(zi)
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def get_fhat(f, codebook, patch_nums):
def vgvae_training(img, patch_nums):

# hyper-parameter batch_size = f.shape[@]
codebook_dim = codebook.weight,shape[-1]
codebook_num = 4096 K 4 i

] origin_size = patch_nums[-1]
codebook_dim = 32

codebook = nn.Embedding(codebook_num, codebook_dim) # init
f_hat = @

# encode

latent = vgvae_encode(img) # [batch_size, 32, 16, 16]

f_hat = get_fhat(f=latent, codebook=codebook, patch_nums=patch_nums)

for pk in patch_nums:
fk = resize(f, pk, mode='area').permute(®, 2, 3, 1l).view(-1, codebook_dim) # [batch_size * pk * pk, codebook_dim]

rk = get_idx_with_codebook(fk, codebook).view([batch_size, pk, pkl) # R.append(rk)

# recon

: zk = codebook({idx).permute(@, 3, 1, 2) # [bs, codebook_dim, pk, pkl
recon_img = vqvae_decode(f_hat)

zk = resizelzk, origin_size, mode='bicubic')
zk = phi_conv(zk) # resize error 22
<4 # loss
perceptua'l._loss =0 f_hat += zk # for recon

: i f —= zk # for next token
discriminative_loss = @

L loss = mse_loss(latent, f_hat) + mse_loss(img, recon_img) + perceptual_loss + discriminative_loss return f_hat

return loss

VQVAE
16X10X32 250X2506X3

The open images dataset v4: Unified image classification, object detection, and visual relationship detection at scale G4
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def get_fhat(f, codebook, patch_nums):
def vgvae_training(img, patch_nums):
# hyper-parameter
codebook_num = 4096
codebook_dim = 32

codebook = nn.Embedding(codebook_num, codebook_dim) # init
f_hat = @

batch_size = f.shape[0]
codebook_dim = codebook.weight.shape[-1]
origin_size = patch_nums[-1]

# encode .
for pk in patch_nums:

latent = vqvae_encode(img) # [batch_size, 32, 16, 16] fk = resize(f, pk, mode='area').permute(®, 2, 3, 1).view(-1, codebook_dim) # [batch_size # pk * pk, codebook_dim]
f_hat = get_fhat(f=latent, codebook=codebook, patch_nums=patch_nums)
rk = get_idx_with_codebook(fk, codebook).view([batch_size, pk, pkl) # R.append(rk)
# recon
zk = codebook({idx).permute(@, 3, 1, 2) # [bs, codebook_dim, pk, pkl
zk = resizelzk, origin_size, mode='bicubic')
zk = phi_conv(zk) # resize error 22

recon_img = vqvae_decode(f_hat)

<4 # loss

perceptual_loss = @
discriminative_loss = @
loss = mse_loss(latent, f_hat) + mse_loss(img, recon_img) + perceptual_loss + discriminative_loss return f_hat

f_hat += zk # for recon
f -= zk # for next token

return loss

e - 2 9M numbers
E =y 6k class

VQVAE S
16x16x322 256x256x3 7

The open images dataset v4: Unified image classification, object detection, and visual relationship detection at scale
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Stage 2: Training VAR transformer on tokens
(15! means a start token w/ or w/o condition information)

K
p(rk | Ty o T ),

k=1

where p(rp) = 6(/5]).

.
>

VAR next-scale prediction from (5]

g
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Stage 1: Training multi-scale VQVAE on images
(to provide the ground truth for Stage 2’s training )

Stage 2: Training VAR transformer on tokens
(15! means a start token w/ or w/o condition information)

H'ﬁ (7 | 1, i Tieq),
N

RN

| where p(ry) = 6(ISD).

NN

R

.
>

VAR next-scale prediction from [=]

GT codebook
index

e
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Stage 1: Training multi-scale VQVAE on images
(to provide the ground truth for Stage 2’s training )

Stage 2: Training VAR transformer on tokens
(15! means a start token w/ or w/o condition information)

K

p( 4% I Ty o T ),
k=1

where p(rp) = 6(/5]).

.
>

VAE encoding Multi-scale quantization & Embedding Decoding VAR next-scale prediction from [/

Linear

GT codebook L
index

D
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Stage 1: Training multi-scale VQVAE on images
(to provide the ground truth for Stage 2’s training )

Stage 2: Training VAR transformer on tokens
(15! means a start token w/ or w/o condition information)

K

p( 4% | Ty o T ),
k=1

where p(rp) = 6(/5]).

A J

VAE encoding Multi-scale quantization & Embedding Decoding

Linear

GT codebook L
index

e
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Stage 1: Training multi-scale VQVAE on images
(to provide the ground truth for Stage 2’s training )

Stage 2: Training VAR transformer on tokens
(15! means a start token w/ or w/o condition information)

K

p( 4% | Ty o T ),
k=1

where p(rp) = 6(/5]).

.
>

VAE encoding Multi-scale quantization & Embedding Decoding

Linear

I~—

CE Loss

VAR

GT codebook L
index

70



Code VAR Training J\ NAVER Al LAB

def var_training(img, patch_nums, class_label):
|||||

depth = 16
class_num = 1880 # ImageNet

embed_dim = 1024 # depth * 64

L = sum{pn * pn for pn in patch_nums)

Wi GT Index w/ pretrained vgvae """

gt_idx, codebook = get_idx_GT(img, patch_nums)
gt_idx = torch.cat{gt_idx, dim=1) # [batch_size, L]

"t define embedding """

# codebook
class_codebook = nn.Embedding(class_num+1, embed_dim) VQVAE
level_codebook = nn,Embedding(len(patch_nums), embed_dim) GT COdebOOk — level -

ind
index s [

pos_start_embed = torch.randn([1, 1, embed_dim]) # start token pos embed
pos_emb = torch.randn([1, L, embed_dim])

# level
level_seq = [torch.full{(pn * pn,}, i) for i, pn in enumerate(patch_nums)]
level_seq = torch.cat(level_seq).unsqueeze(@)

# embedding
level_emb = level_codebook{level_seq) + pos_emb
class_emb = class_codebook(class_label) + pos_start_embed

ne Input "
token_maps = get_token_maps(R, codebook, patch_nums) # [batch_size, L-1, codebook_dim]
token_maps_emb = token_linear(token_maps, embed_dim)
token_maps_emb = torch.cat([class_emb, token_maps_emb], dim=1) + level_emb
“u% Insert condition """
for i in range(depth):
token_maps_emb = token_block(token_maps_emb, class_emb) # SA + FFN

wr Output: loss "
# logit
logit = get_logit(token_maps_emb, class_emb) # [bs, L, 4096]

# loss
loss = cross_entropy{logit, gt_idx) # [batch_size, L]

loss = loss.sum(dim=1).mean()

return loss 7/‘
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def var_training(img, patch_nums, class_label): ,\X,\ sz 1@)(1@
’ ) sy

depth = 16
class_num = 1880 # ImageNet

embed_dim = 1024 # depth * 64

L = sum{pn * pn for pn in patch_nums)

" GT Index w/ pretrained vqvae """

gt_idx, codebook = get_idx_GT(img, patch_nums)
gt_idx = torch.cat(gt_idx, dim=1) # [batch_size, L]

net define embedding """

# codebook
class_codebook = nn.Embedding(class_num+1, embed_dim) VQVAE
level_codebook = nn.Embedding(len(patch_nums), embed_dim) GT COdebOOk

index

# position
pos_start_embed = torch.randn([1, 1, embed_dim]) # start token pos embed
pos_emb = torch.randn([1, L, embed_dim])

# level
level_seq = [torch.full{(pn * pn,}, i) for i, pn in enumerate(patch_nums)]
level_seq = torch.cat(level_seq).unsqueeze(@)

# embedding
level_emb = level_codebook{level_seq) + pos_emb
class_emb = class_codebook(class_label) + pos_start_embed

net Input """
token_maps = get_token_maps(R, codebook, patch_nums) # [batch_size, L-1, codebook_dim]
token_maps_emb = token_linear(token_maps, embed_dim)
token_maps_emb = torch.cat([class_emb, token_maps_emb]l, dim=1) + level_emb
" Insert condition """
for i in range(depth):
token_maps_emb = token_block(token_maps_emb, class_emb) # SA + FFN

wan Qutput: loss "
# logit
logit = get_logit(token_maps_emb, class_emb) # [bs, L, 4096]

# loss

loss = cross_entropy(logit, gt_idx) # [batch_size, L]
loss = loss.sum(dim=1).mean()

return Lloss 7 2



Code VAR Training

def var_training(img, patch_nums, class_label):
depth = 16
class_num = 1880 # ImageNet
embed_dim = 1024 # depth * 64
L = sum{pn * pn for pn in patch_nums)

" GT Index w/ pretrained vqvae """
gt_idx, codebook = get_idx_GT(img, patch_nums)
gt_idx = torch.cat{gt_idx, dim=1) # [batch_size, L]

— """ define embedding """

# codebook

class_codebook = nn.Embedding(class_num+1l, embed_dim)
level_codebook = nn.Embedding(len(patch_nums), embed_dim)

# position
pos_start_embed = torch.randn([1, 1, embed_dim]) # start token pos embed
pos_emb = torch.randn([1, L, embed_dim])

# level
level_seq = [torch.full{(pn * pn,}, i) for i, pn in enumerate(patch_nums)]
level_seq = torch.cat(level_seq).unsqueeze(@)

# embedding
level_emb = level_codebook{level_seq) + pos_emb
“~— class_emb = class_codebook(class_label) + pos_start_embed

et Input "M
token_maps = get_token_maps(R, codebook, patch_nums) # [batch_size, L-1, codebook_dim]
token_maps_emb = token_linear(token_maps, embed_dim)
token_maps_emb = torch.cat([class_emb, token_maps_emb], dim=1) + level_emb
“u% Insert condition """
for i in range(depth):
token_maps_emb = token_block(token_maps_emb, class_emb) # SA + FFN

wan Qutput: loss "
# logit
logit = get_logit(token_maps_emb, class_emb) # [bs, L, 4096]

# loss
loss = cross_entropy{logit, gt_idx) # [batch_size, L]

loss = loss.sum(dim=1).mean()

return Lloss

o “‘\ |||| |||| o

X1, 2X2, o, 1616 [

VQVAE

GT codebook
index

def _init_embed(init_embed, embed_dim):
init_std = math.sqrt(1 / embed_dim / 3)

# Zell~ e or level embedding
embed = nn.Embedding(init_embed, embed_dim)
nn. init.trunc_normal_(embed.weight.data, mean=8, std=init_std)

return embed

def _init_position_embed(patch_nums, embed_dim):
init_std = math.sgrt(1 / embed_dim / 3)

# 3 9= Yl (for class emb)

first_patch_size = patch_nums[@] #* 2

pos_start_embed = torch.empty(1l, first_patch_size, embed_dim) # [1, 1, 1824]
nn.init.trunc_normal_(pos_start_embed, mean=8, std=init_std)

pos_start_embed = nn.Parameter(pos_start_embed)

# T X YwE
pos_embed = []
for pn in patch_nums:
patch_size = pn %% 2
pe = torch.empty(1l, patch_size, embed_dim)
nn.init.trunc_normal_(pe, mean=@, std=init_std)
pos_embed. append(pe)
pos_embed = nn.Parameter{torch.cat(pos_embed, dim=1)) # [1, total_patches, embed_dim]

return pos_start_embed, pos_embed

-0 NAVER Al LAB
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def var_training(img, patch_nums, class_label): ,\X,\ sz 1@)(1@ —
’ ) sy

depth = 16

class_num = 1880 # ImageNet
embed_dim = 1024 # depth * 64

L = sum{pn * pn for pn in patch_nums)

" GT Index w/ pretrained vqvae """
gt_idx, codebook = get_idx_GT(img, patch_nums)
gt_idx = torch.cat(gt_idx, dim=1) # [batch_size, L]

— """ define embedding """
# codebook
class_codebook = nn.Embedding(class_num+1l, embed_dim)
level_codebook = nn.Embedding(len(patch_nums), embed_dim) GT COdebOOk

index

# position
pos_start_embed = torch.randn([1, 1, embed_dim]) # start token pos embed
pos_emb = torch.randn([1, L, embed_dim])

# level
level_seq = [torch.full{(pn * pn,}, i) for i, pn in enumerate(patch_nums)]
level_seq = torch.cat(level_seq).unsgueeze(@)

# embedding
level_emb = level_codebook{level_seq) + pos_emb
“— class_emb = class_codebook(class_label) + pos_start_embed

man Tnput me
token_maps = get_token_maps(R, codebook, patch_nums) # [batch_size, L-1, codebook_dim]
token_maps_emb = token_linear(token_maps, embed_dim)

token_maps_emb = torch.cat([class_emb, token_maps_emb]l, dim=1) + level_emb

""" Insert condition
for i in range(depth):
token_maps_emb = token_block(token_maps_emb, class_emb) # SA + FFN

wan Qutput: loss "
# logit
logit = get_logit(token_maps_emb, class_emb) # [bs, L, 4096]

# loss

loss = cross_entropy{logit, gt_idx) # [batch_size, L]
loss = loss.sum(dim=1).mean()

return loss T4
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def var_training(img, patch_nums, class_label): ,\X,\ sz ,‘@X,\@ —
’ ) sy ‘

depth = 16
class_num = 1880 # ImageNet

embed_dim = 1024 # depth * 64

L = sum{pn * pn for pn in patch_nums)

" GT Index w/ pretrained vqvae """

gt_idx, codebook = get_idx_GT(img, patch_nums)
gt_idx = torch.cat(gt_idx, dim=1) # [batch_size, L]
# codebook

man define embedding """
class_codebook = nn.Embedding(class_num+1, embed_dim) VQVAE

level_codebook = nn.Embedding(len(patch_nums), embed_dim) GT COdebOOk level -

pos

VAR

index

# position cls

pos_start_embed = torch.randn([1, 1, embed_dim]) # start token pos embed

pos_emb = torch.randn([1, L, embed_dim]) DiT: Scalable Diffusion Models with Transformers
# level /‘ \
level_seq = [torch.full{(pn * pn,}, i) for i, pn in enumerate(patch_nums)]
————
level_seq = torch.cat(level_seq).unsqueeze(®)
a
) Scale —_—t
# embedding I
level_emb = level_codebook{level_seq) + pos_emb L
class_emb = class_codebook{class_label) + pos_start_embed Pointwise
- - - - - Feedforward
|
e Tnput e . yz’ﬁz
token_maps = get_token_maps(R, codebook, patch_nums) # [batch_size, L-1, codebook_dim] Scalel, Shift ===
token_maps_emb = token_linear(token_maps, embed_dim)
. Layer Norm
token_maps_emb = torch.cat([class_emb, token_maps_emb], dim=1) + level_emb
""" Insert condition """ —
for i in range(depth):
token_maps_emb = token_block(token_maps_emb, class_emb) # SA + FFN Scale L
|
wan Qutput: loss " Multi-Head
: —_——
# logit Self-Attention
logit = get_logit(token_maps_emb, class_emb) # [bs, L, 4096] . ¥ ﬁ
1:M1
Scale, Shift — te—
# loss 1
loss = cross_entropy{logit, gt_idx) # [batch_size, L] Layer Norm MLP
loss = loss.sum(dim=1).mean() : |
Input Tokens Conditionin
return loss \ P 9 /ﬂ
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def var_training(img, patch_nums, class_label):
depth = 16
class_num = 1880 # ImageNet
embed_dim = 1024 # depth * 64
L = sum{pn * pn for pn in patch_nums)

" GT Index w/ pretrained vqvae """

gt_idx, codebook = get_idx_GT(img, patch_nums)
gt_idx = torch.cat(gt_idx, dim=1) # [batch_size, L]
" define embedding """

# codebook

class_codebook = nn.Embedding(class_num+1l, embed_dim)
level_codebook = nn.Embedding(len(patch_nums), embed_dim)

# position
pos_start_embed = torch.randn([1, 1, embed_dim]) # start token pos embed
pos_emb = torch.randn([1, L, embed_dim])

# level
level_seq = [torch.full({pn * pn,}, i) for i, pn in enumerate(patch_nums)]
level_seq = torch.cat(level_seq).unsqueeze(@)

# embedding
level_emb = level_codebook{level_seq) + pos_emb
class_emb = class_codebook(class_label) + pos_start_embed

man Tnput me
token_maps = get_token_maps(R, codebook, patch_nums) # [batch_size, L-1, codebook_dim]
token_maps_emb = token_linear(token_maps, embed_dim)

token_maps_emb = torch.cat([class_emb, token_maps_emb], dim=1) + level_emb

won

""" Insert condition
for i in range(depth):
token_maps_emb = token_block(token_maps_emb, class_emb) # SA + FFN

man Qutput: loss ™"
# logit
logit = get_logit(token_maps_emb, class_emb) # [bs, L, 4896]

# loss
loss = cross_entropy{logit, gt_idx) # [batch_size, L]

loss = loss.sum(dim=1).mean()

return Lloss

Scale
1

Pointwise
Feedforward
1
Scale, Shift
|
Layer Norm

Scale
1

Multi-Head
Self-Attention
1
Scale, Shift
1

Layer Norm
]

1
Input Tokens

aq
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%

VAR

Y1.P1
—

MLP
|

Conditioning /

v
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def var_inference(class_label, patch_nums):

# classfier-free guidance
batch_size = class_label.shapel@]

L = sum(pn #* pn for pn in patch_nums) hocac e

embed_dim = 1024 t = cfg_scale * stage_ratio
depth = 16 logit = (1 + t) * logit[:batch_size] - t * logit[batch_size:]
# pretrained-vqvae # sampling
codebook_num = 4096 sampled_logit = sampling_top_k_p(logit, top_k=90@, top_p=0.96, num_samples=1)[:, :, @]
codebook_dim = 32
vgvae_codebook = nn.Embedding(codebook_num, codebook_dim) # get token embedding
token_emb = vqvae_codebook(sampled_logit)
# pre embedding token_emb = token_emb.transpose(l, 2).view(batch_size, codebook_dim, pn, pn)
class_emb = torch.randn( [batch_size % 2, 1, embed_dim]) # class_embedding(class_label) + pos_start
pos_emb = torch.randn( [batch_size, L, embed_dim]) # get next token embedding
level_emb = torch.randn( [batch_size, L, embed_dim]) latent, next_token_emb = get_next_autoregressive_input(stage_index, patch_nums, latent, token_emb)
"ue Tnput "t

if stage_index != last_stage_index:

token_emb = class_emb + pos_emb[:, :1] + level emb[:, :1] # [bs * 2, 1, embed_dim] -> start_token next_token_emb = next_token_emb.view(batch_size, codebook_dim, -1).transpose(1, 2)

latent = torch.zeros([batch_size, 32, 16, 16])
next_position = current_position + patch_nums[stage_index + 1] =% 2

"= Insert conditiom """

last_stage_index = len{patch_nums) - 1

current_position =

for stage_index, pn in enumerate(patch_nums):

# [bs, next_patchnext_patch, embed_dim]

next_token_map = token_linear(next_token_emb, embed_dim) + level_emb[:, current_position: next_position]

stage_ratio = stage_index / last_stage_index

i token_emb = next_token_map.repeat(2, 1, 1)
current_position += pn * pn

i ? ; e
for i in range(depth): Output: Generated image

token_emb = token_block(token_emb, class_emb) img = vqvae_decode(latent)

logit = get_logit(token_emb, class_emb) return img
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Code

def var_inference(class_label, patch_nums):
™ batch_size = class_label.shapel0]

L = sum(pn % pn for pn in patch_nums)
embed_dim = 1824

depth = 16

# pretrained-vgvae

codebook_num = 4896

codebook_dim = 32

vgvae_codebook = nn.Embedding(codebook_num, codebook_dim)

# pre embedding

class_emb = torch.randn( [batch_size % 2, 1, embed_dim]) # class_embedding(class_label) + pos_start
pos_emb = torch.randn([batch_size, L, embed_dim])

level_emb = torch.randn([batch_size, L, embed_dim])

e Tnput "
token_emb = class_emb + pos_emb[:, :1] + level_emb[:, :1] # [bs %= 2, 1, embed_dim] -> start_token
latent = torch.zeros([batch_size, 32, 16, 16])

"= Insert conditiom """
last_stage_index = len{patch_nums) - 1

~— current_position = @

for stage_index, pn in enumerate(patch_nums):
stage_ratio = stage_index / last_stage_index
current_position += pn * pn

for i in range(depth):
token_emb = token_block(token_emb, class_emb)

logit = get_logit(token_emb, class_emb)

oo: (T
— tevel [ —
o- DN

bs, 1™, 1024

-0 NAVER Al LAB

# classfier-free guidance

cfg_scale = 5

t = cfg_scale * stage_ratio

logit = (1 + t) * logit[:batch_size] - t * logit([batch_size:]

# sampling
sampled_logit = sampling_top_k_p({logit, top_k=90@, top_p=0.96, num_samples=1)[:, :, @]

# get token embedding
token_emb = vqvae_codebook(sampled_logit)

token_emb = token_emb.transpose(l, 2).view(batch_size, codebook_dim, pn, pn)

# get next token embedding
latent, next_token_emb = get_next_autoregressive_input(stage_index, patch_nums, latent, token_emb)

if stage_index != last_stage_index:
next_token_emb = next_token_emb.view(batch_size, codebook_dim, -1}.transpose(1, 2)

next_position = current_position + patch_nums[stage_index + 1] *x 2

# [bs, next_patch¥next_patch, embed_dim]

next_token_map = token_linear(next_token_emb, embed_dim) + level_emb([:, current_position: next_position]

token_emb = next_token_map.repeat(2, 1, 1)

" Qutput: Generated image """
img = vgvae_decode(latent)

return img

7o



Code VAR Inference

def var_inference(class_label, patch_nums):
batch_size = class_label.shapel[0]
L = sum(pn % pn for pn in patch_nums)
embed_dim = 1824
depth = 16

# pretrained-vgvae

codebook_num = 4896

codebook_dim = 32

vgvae_codebook = nn.Embedding(codebook_num, codebook_dim)

# pre embedding

-0 NAVER Al LAB

# classfier-free guidance

cfg_scale = 5

t = cfg_scale * stage_ratio

logit = (1 + t) * logit[:batch_size] - t * logit([batch_size:]

# sampling
sampled_logit = sampling_top_k_p({logit, top_k=90@, top_p=0.96, num_samples=1)[:, :, @]

# get token embedding
token_emb = vqvae_codebook(sampled_logit)
token_emb = token_emb.transpose(l, 2).view(batch_size, codebook_dim, pn, pn)

class_emb = torch.randn( [batch_size % 2, 1, embed_dim]) # class_embedding(class_label) + pos_start

pos_emb = torch.randn([batch_size, L, embed_dim])
level_emb = torch.randn([batch_size, L, embed_dim])

wen Tnput "0

token_emb = class_emb + pos_emb[:, :1] + level_emb[:, :1] # [bs %= 2, 1, embed_dim] -> start_token

latent = torch.zeros([batch_size, 32, 16, 16])

"= Insert conditiom """

last_stage_index = len{patch_nums) - 1

current_position = @

for stage_index, pn in enumerate(patch_nums):
stage_ratio = stage_index / last_stage_index

current_position += pn * pn

for i in range(depth):
token_emb = token_block(token_emb, class_emb)

logit = get_logit({token_emb, class_emb)

oo: (T
— tevel [ —
o- DN

bs, 1™, 1024

# get next token embedding
latent, next_token_emb = get_next_autoregressive_input(stage_index, patch_nums, latent, token_emb)

if stage_index != last_stage_index:
next_token_emb = next_token_emb.view(batch_size, codebook_dim, -1}.transpose(1, 2)

next_position = current_position + patch_nums[stage_index + 1] =% 2

# [bs, next_patch¥next_patch, embed_dim]

next_token_map = token_linear(next_token_emb, embed_dim) + level_emb([:, current_position: next_position]
token_emb = next_token_map.repeat(2, 1, 1)

" Qutput: Generated image """
img = vqvae_decode(latent)

return img

VAR
bs, p*p, 4096
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def var_inference(class_label, patch_nums):
batch_size = class_label.shape[0]
L = sum(pn % pn for pn in patch_nums)
embed_dim = 1824
depth = 16

# pretrained-vqvae

codebook_num = 4896

codebook_dim = 32

vgvae_codebook = nn.Embedding(codebook_num, codeb

# pre embedding

-0 NAVER Al LAB

# classfier-free guidance .

cfg_scale = 5 l
t = cfg_scale * stage_ratio class
logit = (1 + t) * logit[:batch_size] - t * logit([batch_size:]

# sampling
sampled_logit = sampling_top_k_p({logit, top_k=90@, top_p=0.96, num_samples=1)[:, :, @]

# get token embedding
token_emb = vqvae_codebook(sampled_logit)
token_emb = token_emb.transpose(l, 2).view(batch_size, codebook_dim, pn, pn)

class_emb = torch.randn( [batch_size % 2, 1, embed_dim]) # class_embedding(class_label) + pos_start

pos_emb = torch.randn([batch_size, L, embed_dim])
level_emb = torch.randn([batch_size, L, embed_dim])

wen Tnput "0

token_emb = class_emb + pos_emb[:, :1] + level_emb[:, :1] # [bs = 2, 1, embed_dim] -> start_token

latent = torch.zeros([batch_size, 32, 16, 16])

"= Insert conditiom """

last_stage_index = len{patch_nums) - 1

current_position = @

for stage_index, pn in enumerate(patch_nums):
stage_ratio = stage_index / last_stage_index

current_position += pn * pn

for i in range(depth):
token_emb = token_block(token_emb, class_emb)

logit = get_logit(token_emb, class_emb)

oo: (T
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bs, 1™, 1024

# get next token embedding
latent, next_token_emb = get_next_autoregressive_input(stage_index, patch_nums, latent, token_emb)

if stage_index != last_stage_index:
next_token_emb = next_token_emb.view(batch_size, codebook_dim, -1}.transpose(1, 2)

next_position = current_position + patch_nums[stage_index + 1] =% 2

# [bs, next_patchnext_patch, embed_dim]
next_token_map = token_linear(next_token_emb, embed_dim) + level_emb([:, current_position: next_position]

token_emb = next_token_map.repeat(2, 1, 1)

" Qutput: Generated image """
img = vqvae_decode(latent)

return img

VAR

bs, p*p, 4096
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def var_inference(class_label, patch_nums): - -
# classfier-free guidance
batch_size = class_label.shapel@] KN
) cfg_scale = 5 / N
L = sum(pn #* pn for pn in patch_nums) Glass / N
t = cfg_scale * stage_ratio / \,
embed_dim = 1024 -cl S
sapth g logit = (1 + t) * logit[:batch_size] - t % logit[batch_size:] J no-0lass AN

€.9., 1000 (ImageNet)

# sampling
sampled_logit = sampling_top_k_p({logit, top_k=90@, top_p=0.96, num_samples=1)[:, :, @]

# pretrained-vqvae

codebook_num = 4896

codebook_dim = 32

vgvae_codebook = nn.Embedding(codebook_num, codeb # get token embedding

token_emb = vqvae_codebook(sampled_logit)
# pre embedding token_emb = token_emb.transpose(l, 2).view(batch_size, codebook_dim, pn, pn)

class_emb = torch.randn( [batch_size % 2, 1, embed_dim]) # class_embedding(class_label) + pos_start

pos_emb = torch.randn( [batch_size, L, embed_dim]) # get next token embedding
level_emb = torch.randn( [batch_size, L, embed_dim]) latent, next_token_emb = get_next_autoregressive_input(stage_index, patch_nums, latent, token_emb)
" Input "t if stage_index != last_stage_index:

token_emb = class_emb + pos_emb[:, :1] + level_emb[:, :1] # [bs = 2, 1, embed_dim] -> start_token
latent = torch.zeros([batch_size, 32, 16, 16])

next_token_emb = next_token_emb.view(batch_size, codebook_dim, -1}.transpose(1, 2)

next_position = current_position + patch_nums[stage_index + 1] =% 2
"= Insert conditiom """
last_stage_index = len(patch_nuns) -1 # [bs, next_patchnext_patch, embed_dim]
current_position =
for stage_index, pn in enumerate(patch_nums):

stage_ratio = stage_index / last_stage_index

next_token_map = token_linear(next_token_emb, embed_dim) + level_emb([:, current_position: next_position]

i token_emb = next_token_map.repeat(2, 1, 1)
current_position += pn * pn

" Qutput: Generated image """
img = vqvae_decode(latent)

for i in range(depth):
token_emb = token_block(token_emb, class_emb)

logit = get_logit(token_emb, class_emb) return img
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VAR Inference

Code

def var_inference(class_label, patch_nums):
batch_size = class_label.shapel@]
L = sum(pn % pn for pn in patch_nums)
embed_dim = 1824
depth = 16

# pretrained-vqvae

codebook_num = 4896

codebook_dim = 32

vgvae_codebook = nn.Embedding(codebook_num, codebook_dim)

for diversity

# pre embedding

class_emb = torch.randn( [batch_size % 2, 1, embed_dim]) # class_embedding(class_label) + pos_start
pos_emb = torch.randn([batch_size, L, embed_dim])

level_emb = torch.randn([batch_size, L, embed_dim])

e Tnput "
token_emb = class_emb + pos_emb[:, :1] + level_emb[:, :1] # [bs = 2, 1, embed_dim] -> start_token
latent = torch.zeros([batch_size, 32, 16, 16])

"= Insert conditiom """

last_stage_index = len{patch_nums) - 1

current_position = @

for stage_index, pn in enumerate(patch_nums):
stage_ratio = stage_index / last_stage_index
current_position += pn * pn

for i in range(depth):
token_emb = token_block(token_emb, class_emb)

logit = get_logit({token_emb, class_emb)

-0 NAVER Al LAB

# classfier-free guidance

cfg_scale = 5 l I,
t = cfg_scale * stage_ratio class I,
logit = (1 + t) * logit[:batch_size] - t * logit([batch_size:] / VIO"CIﬂSS

# sampling
sampled_logit = sampling_top_k_p({logit, top_k=90@, top_p=0.96, num_samples=1)[:, :, @]

# get token embedding
token_emb = vqvae_codebook(sampled_logit)
token_emb = token_emb.transpose(l, 2).view(batch_size, codebook_dim, pn, pn)

# get next token embedding
latent, next_token_emb = get_next_autoregressive_input(stage_index, patch_nums, latent, token_emb)

if stage_index != last_stage_index:
next_token_emb = next_token_emb.view(batch_size, codebook_dim, -1}.transpose(1, 2)

next_position = current_position + patch_nums[stage_index + 1] =% 2

# [bs, next_patch¥next_patch, embed_dim]

next_token_map = token_linear(next_token_emb, embed_dim) + level_emb([:, current_position: next_position]

token_emb = next_token_map.repeat(2, 1, 1) -

" Qutput: Generated image """
img = vqvae_decode(latent)

return img
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bs, p*p, 4096
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VAR Inference

Code

def var_inference(class_label, patch_nums):
batch_size = class_label.shapel[0]
L = sum(pn % pn for pn in patch_nums)
embed_dim = 1824
depth = 16

# pretrained-vgvae
4096
32

for diversity

codebook_num

codebook_dim

vgvae_codebook = nn.Embedding(codebook_num, codebook_dim)
# pre embedding

class_emb = torch.randn( [batch_size % 2, 1, embed_dim]) # class_embedding(class_label) + pos_start

pos_emb = torch.randn([batch_size, L, embed_dim])

level_emb = torch.randn([batch_size, L, embed_dim])

W Tnput

token_emb = class_emb + pos_emb[:, :1] + level_emb[:, :1] # [bs %= 2, 1, embed_dim] -> start_token

latent = torch.zeros({[batch_size, 32, 16, 16])

"= Insert conditiom """

last_stage_index = len{patch_nums) - 1

current_position =

for stage_index, pn in enumerate(patch_nums):
stage_ratio = stage_index / last_stage_index

current_position += pn * pn

for i in range(depth):
token_emb = token_block(token_emb, class_emb)

logit = get_logit({token_emb, class_emb)

-0 NAVER Al LAB

# classfier-free guidance

cfg_scale = 5 l ,' '\\
t = cfg_scale * stage_ratio (i ass \\\
logit = (1 + t) * logit[:batch_size] - t * logit([batch_size:] ,' VIO"CIﬂSS

# sampling
sampled_logit = sampling_top_k_p({logit, top_k=90@, top_p=0.96, num_samples=1)[:, :, @]
—
# get token embedding
token_emb = vqvae_codebook(sampled_logit)
token_emb = token_emb.transpose(l, 2).view(batch_size, codebook_dim, pn, pn)
# get next token embedding
latent, next_token_emb = get_next_autoregressive_input(stage_index, patch_nums, latent, token_emb)
if stage_index != last_stage_index: ~—
next_token_emb = next_token_emb.view(batch_size, cod®Rook_dim, -1}.transpose(1, 2)
next_position = current_position + patch_nums[stage_index +\l] % 2
# [bs, next_patchnext_patch, embed_dim]
next_token_map = token_linear(next_token_emb, embed_dim) + level_emb current_position: next_position]
token_emb = next_token_map.repeat(2, 1, 1) —

" Qutput: Generated image """
img = vqvae_decode(latent)

N

N

€.9., 1000 (ImageNet)

def get_next_autoregressive_input({stage_index, patch_nums, latent, token) :
# latent = f_hat
# token = zk

return img

origin_size = patch_nums[-1]

if stage_index !'= len(patch_nums)-1:
token = resizel(token, size=origin_size, mode='bicubic'}

oo: (T
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h = phi_conv{token}
latent = latent + h

# conv after upsample

next_token =

return latent, next_token

1X1 => 2X2 -> 3X3 -> . ->16X16

else:
h = phi_conv{token}
latent = latent + h

return latent, latent

bs, 1™, 1024

bs, p*p, 4096

resize(latent, size=patch_nums[stage_index + 1], mode='area'} # 021 ®cHeIS aread. .

VAR

16X16X32

5]
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def var_inference(class_label, patch_nums):
batch_size = class_label.shapel@]
L = sum(pn % pn for pn in patch_nums)
embed_dim = 1824

# classfier-free guidance
cfg_scale = 5
t = cfg_scale * stage_ratio

depth = 16 logit = (1 + t) * logit[:batch_size] - t * logit([batch_size:]
# pretrained-vgvae # sampling
codebook_num = 4096 sampled_logit = sampling_top_k_p({logit, top_k=90@, top_p=0.96, num_samples=1)[:, :, @]
codebook_dim = 32
vqvae_codebook = nn.Embedding(codebook_num, codebook_dim) # get token embedding
token_emb = vqvae_codebook(sampled_logit)
# pre embedding token_emb = token_emb.transpose(l, 2).view(batch_size, codebook_dim, pn, pn)
class_emb = torch.randn( [batch_size % 2, 1, embed_dim]) # class_embedding(class_label) + pos_start
pos_emb = torch.randn( [batch_size, L, embed_dim]) # get next token embedding
level_emb = torch.randn( [batch_size, L, embed_dim]) latent, next_token_emb = get_next_autoregressive_input(stage_index, patch_nums, latent, token_emb)
new Tnput "t

if stage_index != last_stage_index:
token_emb = class_emb + pos_emb[:, :1] + level emb[:, :1] # [bs % 2, 1, embed_dim] -> start_token next_token_emb = next_token_emb.view(batch_size, codebook_dim, -1).transpose(1, 2)
latent = torch.zeros([batch_size, 32, 16, 16])

next_position = current_position + patch_nums[stage_index + 1] =% 2

"= Insert conditiom """
last_stage_index = len{patch_nums) - 1
current_position = @
for stage_index, pn in enumerate(patch_nums):

# [bs, next_patchnext_patch, embed_dim]
next_token_map = token_linear(next_token_emb, embed_dim) + level_emb([:, current_position: next_position]

stage_ratio = stage_index / last_stage_index

i token_emb = next_token_map.repeat(2, 1, 1)
current_position += pn * pn

" Qutput: Generated image """
img = vqvae_decode(latent)

for i in range(depth):
token_emb = token_block(token_emb, class_emb)

logit = get_logit{token_emb, class_emb) return img
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Results | VAR

Table 1: Generative model family comparison on class-conditional ImageNet 256x256. “|” or “+” indicate
lower or higher values are better. Metrics include Fréchet inception distance (FID), inception score (IS), precision
(Pre) and recall (rec). “#Step”: the number of model runs needed to generate an image. Wall-clock inference time

relative to VAR is reported. Models with the suffix “-re” used rejection sampling. 1: taken from MaskGIT [11].

.9 NAVER Al LAB

Table 2: ImageNet 512x 512 conditional generation.

1: quoted from MaskGIT [11]. “-s”: a single shared

AdaLN layer is used due to resource limitation.
Type | Model | FID] ISt  Time
GAN | BigGAN[7] | 843 1779 -
Diff. ADM [16] 23 24 101.0 —
Diff. | DiT-XL/2 [46] 240.8 81
Mask. | MaskGIT [11] | 7.32 1560 0.5

AR | VQGAN'[19] | 2652 66.8 25

VAR | VAR-d36-s 2,63 303.2 1

Type | Model | FID} ISt | Pret Rect | #Para #Step | Time
GAN | BigGAN [7] 695 2245 | 0.89 038 112M 1 -
GAN GigaGAN [29] 345 2255 | 0.84 0.61 569M 1 —
GAN | StyleGan-XL [57] 230 2651 | 0.78 053 166M 1 0.3 [57]
Diff. ADM [16] 1094 101.0| 0.69 0.63 || 554M 250 168 [57
Diff. CDM [25] 4.88 158.7 - - - 8100 -
Diff. LDM-4-G [53] 3.60 2477 - - 400M 250 -
Diff. DiT-L/2 [46] 5.02 1672 || 0.75 057 || 458M 250 31
Diff. DiT-XL/2 [46] 227 2782 083 057 || 675M 250 45
Diff. L-DiT-3B [2] 210 3044 082 060 3.0B 250 >45
Diff. L-DiT-7B [2] 228 3162 083 058 7.0B 250 >45
Mask. | MaskGIT [11] 6.18 182.1 0.80 0.51 227T™M 8 0.5 [11]
Mask. | MaskGIT-re [11] 4.02 355.6 — — 227T™M 8 0.5[11]
Mask. | RCG (cond.) [38] | 349 2155 | - — | so2M 20 | 1.9[38]
AR VQVAE-?.i [52] 31.11 ~45 0.36 0.57 13.5B 5120 -
AR | VQGANT[19] 1865 804 | 078 026 | 227M 256 19 [11]
AR VQGAN [19] 15.78 74.3 — — 1.4B 256 24
AR | VQGAN-re [19] 520 2803 | - i 14B 256 24
AR ViTvQ [71] 4.17 175.1 - - 1.7B 1024 >24
AR ViTVQ-re [71] 3.04 2274 - - 1.7B 1024 >24
AR RQTran. [37] 7.55 134.0 - - 3.8B 68 21
AR RQTran.-re [37] 380 3237 - - 3.8B 68 21
VAR | VAR-d16 360 2575| 085 048 || 310M 10 04
VAR | VAR-d20 295 3061 084 053 | 600M 10 0.5
VAR | VAR-d24 233 3201 0.82 057 1.0B 10 0.6
VAR VAR-d30 1.97 3347 0.81 0.61 2.0B 10 1
VAR | VAR-d30-re 1.80 3564 | 0.83 057 2.0B 10 1

Table 3: Ablation study of VAR. The first two rows compare GPT-2-style transformers trained with AR or
VAR algorithm. Subsequent lines show the influence of VAR enhancements. “AdalLN”": adaptive layernorm.
“CFG”: classifier-free guidance. “Cost”: inference cost relative to the baseline. “A”: reduction in FID.

Description | Para. Model AdaLN  Top-k CFG | Cost FID] A

AR [11] 227M AR X X X 1 18.65 0.00
2 ARto VAR | 207M VAR-d16 X X X 0.013 5.22 —13.43
3 +AdalLN 310M  VAR-d16 v X X 0.016 495 —13.70
4 +Top-k 31I0M  VAR-d16 v 600 X 0.016 4.64 —14.01
5 +CFG 310M  VAR-d16 v 600 2.0 0.022 3.60 —15.05
6 +Scale up 2.0B VAR-d30 v 600 2.0 0.052 1.80 —16.85
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VAR

original generated
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Editing

Figure 8: Zero-shot evaluation in downstream tasks containing in-painting, out-painting, and class-
conditional editing. The results show that VAR can generalize to novel downstream tasks without special
design and finetuning. Zoom in for a better view.
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Results

Infinityoco: Scaling Bitwise AutoRegressive Modeling
for High-Resolution Image Synthesis

Jian Han®, Jinlai Liu*, Yi Jiang®, Bin Yan
Yugqi Zhang, Zehuan Yuan', Bingyue Peng, Xiaobing Liu
ByteDance

{hanjian.thu123,liujinlai.licio,jiangyi.enjoy,bin.yan}@bytedance.com,
{zhangyuqi.hi, yuanzehuan,bingyue.peng,will.liu}@bytedance.com,

Codes and models: https://github.com/FoundationVision/Infinity

Figure 1: High-resolution image synthesis results from Infinity, showcasing its capabilities in precise prompt
following, spatial reasoning, text rendering, and aesthetics across different styles and aspect ratios.

VAR-Related works

HART: EFFICIENT VISUAL GENERATION WITH
HYBRID AUTOREGRESSIVE TRANSFORMER

Enze Xie*

Haotian Tang'* Yecheng Wu'#* Shang Yang'
Yao Lu?

Junyu Chen'?  Zhuoyang Zhang' Han Cai’
MIT! NVIDIA? Tsinghua University®
https://hanlab.mit.edu/projects/hart

Junsong Chen?*
Song Han'+

'\'
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Figure 1: HART is an early autoregressive model that can directly generate 1024:x1024 images
with quality comparable to diffusion models, while offering significantly improved efficiency. It
achieves 4.5-7.7 x higher throughput, 3.1-5.9x lower latency (measured on A100), and 6.9-13.4x
lower MACs compared to state-of-the-art diffusion models. Check out our online demo and video.

Add a stained glass window style to two
young children helding hands

Make the man smile and change the
letter ‘A" into a white star

.0 NAVER Al LAB

i
Make the man hold a text card with
"VAREDIT

Change from noon into early dusk, witha
man rowing a boat on the river
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